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Synopsis 
This White Paper is a collection of topics and white papers that address 
strategic technical issues for FTI-2. The Paper examines communications 
architecture influences – decommissioning of obsolete technology and 
increased use of more advanced approaches as FTI-2 is executed between 
2020 and 2035.   

The analysis and projections provided here are based on the Technology 
Adoption Curve Model, the “S” curve, as well as tracking three fundamental 
and underlying technologies integrated circuits, antennas and fiber optic 
technology. Software development will not be discussed specifically in this 
paper.  

Several methods are proposed to evolve FTI-2 support over the life of the 
contract.  Also included are several stand-alone white papers created 
specifically for this effort.  
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American Council for Technology-Industry Advisory Council (ACT-IAC) 

The American Council for Technology (ACT) – Industry Advisory Council (IAC) is a non-profit 
educational organization established to create a more effective and innovative government.  
ACT-IAC provides a unique, objective and trusted forum where government and industry 
executives are working together to improve public services and agency operations through 
the use of technology.  ACT-IAC contributes to better communications between government 
and industry, collaborative and innovative problem solving and a more professional and 
qualified workforce. 

The information, conclusions and recommendations contained in this publication were 
produced by volunteers from industry and government advisors supporting the objective of 
more effective and innovative use of technology by federal agencies.  ACT-IAC volunteers 
represent a wide diversity of organizations (public and private) and functions.  These 
volunteers use the ACT-IAC collaborative process, refined over thirty years of experience, to 
produce outcomes that are consensus-based.  The findings and recommendations contained 
in this report are based on consensus and do not represent the views of any particular 
individual or organization.  

To maintain the objectivity and integrity of its collaborative process, ACT-IAC does not accept 
government funding.  ACT-IAC welcomes the participation of all public and private 
organizations committed to improving the delivery of public services through the effective and 
efficient use of IT. For additional information, visit the ACT-IAC website at www.actiac.org.  

 

The ACT- IAC Networks & Telecommunications (N&T) Community of Interest (COI) 

The N&T COI mission is to provide clarity, impartial feedback, and points for consideration on 
networks and telecom issues identified in collaboration with the federal government and 
industry. The N&T COI provides a forum where government and industry executives are 
working together on key telecommunication issues such as interoperability, information 
sharing, communications architectures, wireless technologies, converged internet protocol 
based services, security, and continuity of service. A working group was established by the 
N&T COI to facilitate collaboration between government and industry on matters concerning 
the upcoming FTI-2 effort. 
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Disclaimer 

This document has been prepared to contribute to a more effective, efficient and innovative 
government.  The information contained in this report is the result of a collaborative process 
in which a number of individuals participated.  This document does not – nor is it intended to 
– endorse or recommend any specific technology, product or vendor. Moreover, the views 
expressed in this document do not necessarily represent the official views of the individuals 
and organizations that participated in its development. Every effort has been made to present 
accurate and reliable information in this report. However, ACT-IAC assumes no responsibility 
for consequences resulting from the use of the information herein.  

This paper was prepared by ACT-IAC after consultation with the Federal Aviation 
Administration (FAA).  The information and opinions contained herein are those of the ACT-
IAC and are not reflection of any planned strategy or approach to FTI-2 by the FAA. 

Copyright © American Council for Technology, 2017. This document may not be quoted, 
reproduced and/or distributed unless credit is given to the American Council for Technology-
Industry Advisory Council. 

For further information, contact the American Council for Technology-Industry Advisory 
Council at (703) 208-4800 or www.actiac.org.  
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1. Executive Overview 
 

This White Paper is a collection of topics that address longer term strategic issues and the 
potential technological underpinnings of FAA Telecommunications Infrastructure (FTI)-2 with 
its projected lifespan from 2020-2035. For a collection of networks as large, diverse and 
geographically distributed as the FAA and its maintenance provided by a collection of 
contractors and service providers, there will be an almost continuous need for system and 
technology refresh. The networks must be stable which means that the services and 
equipment providing those services are within the useful lifespan of the equipment and that 
the manufacturer or an FAA contractor can maintain that equipment within acceptable 
parameters. The equipment and services have operating configurations and processes that 
are standardized, managed, audited and updated as required. There is a mix of analog and 
digital systems and if the older equipment is based on discrete analog components their 
performance can degrade slowly and need to be monitored more frequently. Similar digital 
based circuits will maintain their performance longer, but when they fail it will be almost a 
complete failure. Newer digital equipment will usually have better diagnostics with remote 
network management, monitoring and control.  

Another technology that is being rapidly replaced is the copper plant that has passed end of 
life and the cost to replace with metal is very expensive with no increase in bandwidth. Both 
inside and outside plant is being supplemented with fiber in the loop to drastically increase 
bandwidth and have a fifteen to twenty year useful life. At the discretion of the FAA, some 
technical solutions discussed in this paper could be designed, tested and deployed under the 
existing FTI contract and not wait for FTI-2 such as Internet Protocol Version 6 (IPv6) testing 
and adoption. 

The analysis and projections provided here are based on the Technology Adoption Curve 
Model, the “S” curve, as well as tracking three fundamental and underlying technologies 
integrated circuits, antennas and fiber optic technology. Software development will not be 
discussed specifically in this paper.  

Section 2 delves into historic, current and some future technologies to give a foundation for 
further reading and comments, suggestions and recommendations in this document.  Some 
next generation technology includes discussions on Photonic Integrated Circuits and Dense 
Wavelength Division Multiplexing (DWDM) Super Channel implementations from different 
vendors. 

Section 3 proposes several methods to maintain Plesiochronous Digital Hierarchy 
(PDH)/Time Division Multiplexing (TDM) services to sites with existing services that will not 
be end of life in the same timeframe.  

Section 4 reviews Network Services such as DDI (Domain Name System (DNS), Dynamic 
Host Configuration Protocol (DHCP) and IPAM) and some security best practices around 
them. 

Section 5 goes into some IPv6 foundation information such as IPv6 address format, 
DHCPv6, 6PE and 6PE over Multiprotocol Label Switching (MPLS). 
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Section 6 is an IPv6 Security White Paper specifically written for this report by Mr. Scott 
Hogg, CTO, Global Technology Resources, Inc. (GTRI)  

Section 7 is an enterprise IPv6 deployment White Paper by Tim Martin, Solutions Architect, 
CISCO and his team 

Section 8 the first part reviews optical transport (Optical Transport Network (OTN)) and 
Generalized Multi-Protocol Label Switching (GMPLS) as optical delivery and real time control 
protocols for multiple layer optical, PDH/TDM and Packet Networks and a 2003 high level 
bandwidth on demand DWDM and non-standard optical switching design 

Section 8.3 is a White Paper on the better economics of IP over an OTN optical carrier 
backbone 

Section 8.4 is a White Paper on a Two Layer network of Cloud (IP and other protocols) over 
an Optical NETwork (OTN) layer 

After several discussions with technical FAA personnel it was ascertained that a number of 
FAA programs have seen significant increase in bandwidth utilization. From outside of the 
organization tracking trends in aviation, maintenance, training and associated technologies 
will continue to drive greater enterprise wide bandwidth requirements. 

While some amount of FAA services are being provided using MPLS today and we suspect 
MPLS TP (transport protocol) and other pseudo wire technologies, when they are deployed in 
the scale that FAA requires, in some of the teams technical opinion these, may not scale to 
support the draconian hyper availability/ reliability and current tight timing requirements that 
have been stated by the FAA. It is assumed that FAA testing and validation is required of any 
technology discussed in this paper. Some technology lab testing and comparison should be 
made performed between MPLS, Carrier Ethernet and fiber systems either with Synchronous 
Optical NETwork (SONET) or OTN technology. OTN can encapsulate of all of the other 
technologies and PDH streams simultaneously over fiber while SONET framing either full or 
light weight is used to encapsulate PDH, MPLS and Carrier Ethernet. OTN with GMPLS 
signaling provides feature rich functions to cover FAA availability and fast time to restore 
requirements.  

In the authors experience, carriers engineer their backbone to account for “natural” events 
that take down services such as the {terrorist} back hoe operator inadvertently cutting fiber, 
floods, tornados and drivers hitting telephone poles or trains derailing and taking out fiber 
runs beside right of ways. With the new evolving threats of multiple deliberate fiber cuts, 
disabling entire manholes cable vaults or disconnecting buildings, no single carrier is usually 
able to maintain service without redundant, non-revenue producing capital investment.  

1.1 White Paper Format 

There are two independent White Papers that have been included in this document with the 
permission of the authors and their companies. Both sections remain the property of their 
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respective companies or authors and the team is very grateful for these additions to this 
document. Mr. Scott Hogg, of GTRI wrote the section on IPv6 Security Architectures, 
specifically for this document and Mr. Tim Martin and his colleagues at Cisco wrote the IPv6 
for Enterprises White Paper that has been abstracted to meet ACT-IAC guidelines. 

There are two other White Papers in Section 8.3 and 8.4 which cover the economics of IP 
over OTN and collapsing communications networks into a Cloud layer and the underlying 
transport layer. 

1.2 Status of IPv6 Adoption within the United States Government 

Office of Management and Budget (OMB) through the Federal Chief Information Officer (CIO) 
council receives IPv6 adoption status of all Federal Agencies in the quarterly Integrated Data 
Call. IPv6 adoption is based on the guidance from the 2010 OMB memo on the 2012 
customer facing IPv6 support requirements (i.e. Web services, DNS, E-mail). The 2014 
objectives are for a Federal employee from their desk to be able to surf the Internet over the 
IPv6 protocol. This requires that all systems and services between the employee’s computer 
and the Internet be IPv6 enabled.  

1.2.1 Sun setting IPv4 within the United States Government 

It is the intent of the CIO of the United States to sunset the IPv4 protocol within Federal 
systems as rapidly as possible. This position has been publicly stated and it appears that it 
may be codified in policy in the near future.  

1.2.2 Recommendation for IPv6 Adoption within the NAS 

It is the understanding of the team that IPv4 based network make up part of the National 
Airspace System (NAS) network. It is a recommendation from a majority of the team 
members that FAA enable IPv6 on test networks and test IPv6 connectivity on all NAS IP 
attached devices for compatibility for both dual stack and single stack IPv6.  

A dual stack network supports two independent protocols transiting the same hardware. We 
feel that the FAA needs to fully characterize their device interactions with a dual stacked 
network especially in FAAs’ ultra-high availability and tight timing requirements. 

1.3 FAA Challenges and Focus Areas 

1. Are there any new/innovative models in development or recently implemented for 
monitoring and control of mission critical infrastructures? If so, how do they differ from the 
vendor-managed centralized NOCC model used on FTI today? What are the trade-offs (i.e., 
pros and cons) associated with the newer models compared the current model employed on 
FTI? 
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With an Optical Virtual Private Network (OVPN) which is an OTN based DWDM system with 
GMPLS signaling, service providers can “virtually” partition their networks by allowing specific 
links, wavelengths, sub-wavelengths, and even complete nodes to be dedicated for FAA use 
while providing all the bandwidth, manageability, and security required by the FAA, without 
the extraordinary expense and inflexibility of building a completely dedicated service 
infrastructure. 

Optical equipment vendors such as those listed in Section 8, have developed OVPN for use 
by the carrier for rapid service delivery or for use by very large enterprises and Government 
agencies which allow real time control of network resources by the FAA services contractor. 

Current best practices for multi-layer networks are to have all layers of the network 
measured, monitored and alarmed with separate points of contact for each layer within visible 
sight in the same centralized NOCC, Network Operations Security and Control Center 
(NOSCC). You can ignore IP layer alarms if the fiber has been cut or the connecting node is 
down. With GMPLS both User to Network Interface (UNI) and NNI (Network to Network 
Interface) can be setup to reconfigure the wavelengths, a series of optical links, et al as the 
monitoring is detecting that a problem will be occurring shortly from the instability in the laser 
wavelength, for example, and switch to another laser or link and then flag the failing laser for 
service. 

In the team’s experience there are two operations models that have been used with varying 
degrees of success. 

 As the standard compliment of carriers compete for the primary carrier role and all of 
the other carriers not getting that contract, get support contracts from the super 
carrier for their, in the past, geographic coverage areas. Even with Service Level 
Agreements (SLAs) in the contracts, we have seen the pointing of fingers as to 
where the problem is. 

 Instead of a super carrier, an entity is established to order, monitor, maintain, 
reconfigure, et al services. This entity has Competitive Local Exchange Carrier 
(CLEC) or equivalent status in all relevant jurisdictions and may “own” colocation 
space, switches, routers, optical switches, monitoring and control gear but not 
circuits which will all be provided by appropriate carrier contracts. The network 
management and monitoring allows immediate status of all network links and active 
electronics. FAA personnel and/or contractors will have read only access to this 
collection of network configuration and status data with an appropriate Contracting 
Officer’s Technical Representative (COTR) or other FAA manager and acquisition 
person to initiate actions within certain dollar limits, for example. 
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2. What level of visibility should the FTI-2 service provider be able to provide the FAA relative 
to the configuration and physical routing of services that have high availability or survivability 
requirements? Can this level of visibility be maintained across the operational life cycle 
(beyond the initial implementation) as the carriers reconfigure their networks and re-groom 
services? How does the move to IP/Ethernet service affect this visibility? 

 

With the aforementioned technology, all relevant technical details are available on an ongoing 
basis. With dynamic mapping of higher level services to underlying channels and circuits 
certain visibilities can be maintained. 

 

3. What level of visibility can be provided to the FAA into the real-time operation of the 
network? Is the level of visibility affected by specific technologies that may be employed? 
Given the shared nature of packet-based telecommunications networks today, what new 
concepts exist that can provide assurances to the FAA that their individual Air Traffic services 
meet availability and diversity requirements? Are there ways to provide the FAA with an 
assurance of service availability and resilience without identifying specific paths? 

IP, MPLS, PDH/SDH streams can be encapsulated in multiple optical wavelengths (OTN) 
which can be dynamically switched and routed on separate facilities and different paths. 
Links and paths can be used for different classes of service, different packet sizes and other 
factors. Backup or fallback paths can be pre-provisioned or dynamically determined with the 
lower layer GMPLS protocols in the event of link, path or node failures.  

4. As described above, the current FTI service provider has implemented an optical 
backbone for long-haul transport to support the FAA’s long-range needs for bandwidth and to 
provide the visibility and control necessary to meet the availability, survivability, and 
restoration time requirements of the NAS. The FAA is interested in gaining a better 
understanding of  emerging technologies such as Software-Defined Networking and the 
ability to replicate private network attributes in a virtual (i.e. shared) environment.  

Optical Virtual Private Networking using OTN, GMPLS both UNI and NNI interfaces is the 
high performance network component of SDN technology.  

2. Fundamental Concepts 
The first part of this section lays out the information provided by the FAA and subsequent 
sections discuss technologies that the FAA is currently using or may be utilizing during the 
life of the FTI-2 contract. 

2.1 Current Network architecture and status FAA 

There are at least three distinct networks that compose the NAS and they are Management 
and Control, Security and the Data Transport Network. On the data transport network there 
are seven classes of services (availability levels) that are based on High Availability, 

http://www.actiac.org/


   Architecture White Paper   

 

 
American Council for Technology-Industry Advisory Council (ACT-IAC)  

3040 Williams Drive, Suite 500, Fairfax, VA 22031  
www.actiac.org ● (p) (703) 208.4800 (f) ● (703) 208.4805 

Advancing Government Through Collaboration, Education and Action Page 6 

 

functional redundancy, diverse paths, amounts of delay and jitter are some of the elements of 
the different Class of Service (CoS) which are implemented with SLAs. Different foundation 
technology can support different levels of SLAs depending on FAA requirements. 

The current FTI infrastructure utilizes commercial services and FTI contractor provides 
Customer Premise Equipment (CPE) with specialized functions to meet the stringent SLA 
requirements. If a building or structure is designed for HA (High Availability) than the building 
will have two or more Telco and power service entrances, the Telco services will be provided 
over cables that have no common points or facilities in the route. The termination points for 
the routes would ideally be at different wire serving central offices, colocation facilities or 
Points of Presence (PoPs). The power would be delivered over hardened infrastructure from 
two or more substations with on-site switching gear and generators with several days of fuel. 

The FAA has a hyper HA requirement as normal HA, is usually between ranges of .9999 to 
.99997, while the highest level for the FAA is .9999971. There are also legacy T-carrier timing 
constraints as well as traffic delay and jitter characteristics of different types of traffic. The 
architecture and structures of the backbone and access networks have not been described in 
detail, but the team has a rich history and has made normal practices assumptions on filling 
in the blanks. Some of the areas include PDH/T-carrier systems and their associated digital 
cross connects and DS0 and statistical multiplexing transmission gear and switching 
systems. VPN technologies including MPLS and MPLS TP, GMPL/LS (Generalized 
Multiprotocol Label / Lambda Switching) are either well known or a working knowledge of the 
principals and practices. (Note: Some team examples are included for illustration purposes.) 

2.2 Switching and Transmission Technologies 

Digital transmission facilities occur at layer one of the OSI network model, while switching 
occurs at layer two or the media access layer and Internet routing of packets between 
different media types is performed at layer 3. In this section we review common transmission 
systems as a foundation for later discussion of how these services can support FAA 
requirements. MPLS and other tunneling protocols will be discussed later as they are situated 
at layer 2 and ½ above media access and below the internetworking layer. 

2.2.1 Routing versus Switching 

Switching which occurs below routing in the OSI model is simpler, can be executed in 
hardware so it is orders of magnitude faster than routing. Layer 2 mixing functions are 
executed in hardware and the high speed side of the equipment will run at sufficient speed to 
multiplex the slower speed interfaces on the customer facing side. Automated switching 
control systems were developed in the 1950s and have gone through a number of iterations 
of improvements for current switching equipment. 

Routers are used to examine incoming packets on their multiple bi-directional interfaces and 
examine their routing databases (route tables) and programmatically (in software) ascertain 
where the packet is to be forwarded to and what outgoing interface leads to the “next hop” 
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along the route. A route usually consists of a customer premise device attached to the 
network, say with an Ethernet LAN, and that router has serial connections to other routers in 
the local network. The packet in the local network will continue to be forwarded along this 
chain of routers until it transits a backbone router that will send it on a higher speed link to the 
destination geographic region. At that point the packet will follow the steps just discussed and 
onto the customer device at the remote location. Certain of this group of routers interfaces 
are configured (programmed) to accept route information from their routing peers and this 
control channel runs inband in most networks and distributes any changes in the topology of 
the routing information. This is the Internet Global Positioning System (GPS) database with 
different levels of visibility so that at the local machines their GPS directions are pointing you 
in one direction to the next intersection that you need to go through. Most towns have 
multiple streets and if one is blocked you can bypass that blockage by going to other streets. 
Once the GPS has guided through the local streets it has you get on the expressway that is 
going in the direction that the packet needs to travel to get to its destination. As accidents 
occur for example the map will be updated. As you are on the expressway the GPS will only 
show you the direction to get to your exit, and will not display other detail, and when you get 
to your exit it will indicate the next intersection to go to until you reach the house / customer 
premise location.  

Routed networks are like having a traffic cop at each of the intersections and you have to roll 
down your window, tell them where you are going and they can tell you which direction to turn 
and then you go get directions from the next cop at the next intersection. Tunneling is like you 
have a bridge that takes you above all of those intersections and the exit ramp is on the 
street where your destination is located. Static tunnels can be used to transport traffic into the 
general area of the destination and then route the packets until you reach the destination. 
Dynamic tunnels are able to touchdown at any major intersection and drop off or receive 
traffic at closer locations to source and destination systems. 

In this analogy, tunnels have single lanes that can carry different types of traffic, cars, vans, 
race cars, eighteen wheelers and tandem eighteen wheeler with two or three trailers and 
instead of intersections manned by cops, they have exchanges that allow rapid entry and exit 
to the multilane tunnel. Current access, distribution and backbone routers. Important 
intersections will have routers that allow these tunnels to either bypass the intersection or 
drop or add traffic at these intersections. 

2.2.2 Cell or Frame versus Packet multiplexing 

In our analogy, multiplexing is that part/section of the roadway where multiple lanes of traffic 
merge into a single lane to bypass an accident that is blocking the other lanes of traffic. To 
extend this to a hypothetical (magical) situation packet multiplexing is where you have say 
four lanes of traffic, with the previous mix of traffic types with one type of vehicle per lane and 
the vehicles are instantaneously loaded onto flatbed railroad cars and transported across this 
long railroad bridge four times faster than any vehicle can transmit the link and 
instantaneously unloaded on the remote side of the bridge. As traffic approaches this bridge 
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all four lanes have separate waiting areas for their traffic until they transit the bridge and at 
the remote end of the bridge the traffic will return to the same lane position it came from. A 
simple access method is to allow one vehicle from each lane to go and then the next vehicle 
to its right and when all lanes have had a turn begin with the first lane again. 

In the lane that only has race cars they are running a timed race and they are supposed to 
maintain a standard distance separation as they are travelling. The cars and smaller vehicles 
represent normal sized data packets and the 18 wheelers and tandems represent large and 
jumbo sized packets. At the remote side of the bridge, you will note that the race cars are 
leaving the areas at different time intervals because the other traffic especially the 18 
wheelers and tandems interrupt the steady pace of traffic introducing variable delay or jitter 
into the system. 

In our analogy, one way to reduce jitter is to have two bridges and separate the traffic types 
into small and large vehicles and send each type to its own bridge for crossing. While this is 
less jitter, packet sizes are not uniform and therefore some jitter will still be present and which 
may be above useable thresholds. 

For cell switching you replace the intersection with a magical vehicle slicer (like a meat slicer) 
that slices the vehicles into ten foot lengths and at the other end of the bridge automatically 
reattaches the vehicles with no adverse effects. A ten foot section is sufficiently long for 
smaller vehicles to fit in but the larger vehicles will be sliced. The vehicle slices are 
transported across the bridge and was reattached leave in their lane. The cadence of 
completed vehicles will be per lane and not dependent on the traffic from any other lane.  

Cell and frame switching as well as segmentation and reassembly (SAR) were designed into 
PDH, ATM, Synchronous Optical Networking (SONET) and OTN systems to support end to 
end data signal and timing integrity. 

2.2.3 PDH/T-carrier Systems 

AT&T Bell Labs first analog switch with electronic/computer control was the #1ESS 
(Electronic Switching System) was an analog telephone switch that was one of the first with 
computer control. To interconnect these new switches a transmission system had to be 
developed to support the increasing number of telephone subscribers. 

Plesiochronous (or Pseudo synchronous) digital hierarchy is the official title for the T-carrier 
system in the United States that was first deployed by the Bell system in 1961. It is pseudo 
synchronous because the clocks on the system are not synchronized, but synchronization is 
achieved in the hardware by both positive and negative bit stuffing on the different stream 
levels DS0 (64 kbps), DS1 (1.544 Mbps), DS3 (44.736 Mbps) and so forth.  

Historically DS0 is a 64 kbps time slot that would carry one digitized voice channel. A DS1/T1 
(DS1 being the framing and signal and T1 denotes copper delivery system) is defined as 24 
DS0 channels, each channel independent of each other, and overhead bits. A DS3/T3 circuit 
is composed of 28 DS1/T1 and can be mapped into a 51 Mbps OC-1 or 3 T3 for an OC-3 
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channelized circuit or service. As integrated circuits matured and data requirements grew 
additional enhancements to the DS1/T1 included: nx64 concatenated channels for 128, 256 
and 512 kbps, subrate Adaptive Differential Pulse-code Modulation (ADPCM) voice for DS0s 
that added 2x, 4x, 8x or 16x additional channels at 32, 16, 8 and 4 kbps voice channels and 
statistical multiplexing that allowed dynamic sharing of the DS1 capacity across and arbitrary 
number of channels. Popular configurations for remote offices included using all of the 
bandwidth for data and when a call needed to be made carving out 4 or 8 kbps channels for 
voice. When the phone call terminated the residue bandwidth would be returned to the data 
channel. 

Additional circuit grooming and switching equipment include DCS/DXC Digital Cross Connect 
Systems which will have multiple incoming and outgoing T1/T3/OC-3, circuits that it will 
extract time slots or an entire DS1 or DS3 and exchange it for another time slot on another T 
or OC carrier. And the classic digital circuit switch for voice or data. 

2.2.4 SS#7 - Signaling System Number Seven 

One of the first modern inter office call control systems was Signaling System five (SS5) that 
used in-band signaling, in which messages were transmitted by playing multi-frequency tones 
for call control and routing. The electronic hackers of the day built tone (sequence) 
generators, red, blue and black boxes, to obtain free long distance calls at no cost by 
imitating the coin acceptance tone and the call routing and control tones. 

Prior to 1975 Common Channel Signaling (CCS) protocols were vendor specific, while in 
1977 the ITU (International Telecommunications Union) developed the first international 
CCS, Signaling System Number Six (SS6) which was replaced by Signaling Systems 
Number Seven because of SS6 was not fully supporting digital networks. CCS replaced 
Channel-Associated Signaling (CAS) which required a control channel to be seized (i.e. 
selected and connected to the signaling element) and then the signal information could be 
exchanged. Common channel signaling utilizes an always on channel for signaling which is a 
much more efficient use of network resources.  

The SS7 architecture defined SSP (Service Switching Point) SCP (Service Control Points) 
and Signal Transfer Point (STP) which were carried in an OOB (out of band) network which 
gave a separate control plane. SCP have different databases that provide with Custom Local 
Area Signaling Services (CLASS) features allow increased customer control of phone calls. 
These capabilities were the beginning of primitive Software Defined Networking (SDN) in the 
voice network.  

With the advent of packet data services over telephone facilities, such as modem 
connections to the data services and the Internet, the telephone switch paradigm had to 
change. The entire Public/Private Switched Telephone Network (PSTN) is based on voice 
Traffic Engineering (TE) principals and not data access. Telephone switches and PSTN 
themselves are blocking systems that accept calls/traffic until facilities are saturated and then 
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turn away any other traffic. The National Emergency Telecommunication System, reserves 
capacity on all FCC regulated entities switches and networks for USG emergency traffic.  

2.2.5 Integrated Digital Services Network (ISDN) 

Part of the development of ISDN (Integrated Services {for} Digital Networks) was to handle 
data on a PSTN, not as a special service as it had been handled to date, but fully integrated 
into the switches and transport network. ISDN is a circuit switched “telephone” network 
technology that interconnects and simultaneously transports both digital voice and packet 
data over standard copper telephone wire. ISDN delivers such quality voice that noise 
generators had to be added to the circuits so that users would not hang up their phone calls 
because of the impression that the other party had. Four ISDN interfaces were defined: Basic 
Rate Interface (BRI) with 2B+D, Primary Rate Interface (PRI) with 23B+D, Narrowband ISDN 
(N-ISDN) and Broadband ISDN (B-ISDN). N-ISDN in reality became the use of BRI and PRI 
interfaces while B-ISDN is very narrowly defined to be transmission rates over 1.544 (2.048) 
Mbps up to the maximum digital rate of the copper media. With advances in DSP, analog 
front end technology as well as the reduced length of the copper between the customer 
premise and the local Telco Digital Subscriber Line interface allows much faster bandwidths 
than was originally conceived.  

BRIs have two bearer channels, 64 kbps, labeled “B” (which is the channel identifier and 
does not stand for bearer) and one 16 kbps signaling channel. Both packet data and voice 
can be carried over individual channels or the channels can be bonded for 144 kbps with the 
CAS handled on the D channel. As the signaling load is not that heavy, up to 14 kbps of data 
can transmit the D channel also giving almost 160 kbps of data per BRI. 

The two configurations for PRI are 23B+D and Non-associative Signaling where the D 
channel on one PRI can control a large number of B channels on multiple PRIs. With NAS it 
is best practices to have more than one D channel for the group spread across two different 
PRIs. 

2.2.6 DSL 

High bit-rate digital subscriber line (HDSL) was the first DSP based Digital Subscriber Line 
(DSL) technology, standardized in 1994, to use the higher frequency spectrum of twisted pair 
copper cable to transmit a symmetric T1 signal without repeaters over 12,000 ft. on one 
copper pair using 2B1Q line encoding.  Earlier versions of HDSL used two pair of copper 
wire. Typical T1 circuits prior to this required two copper pair and multiple repeaters which 
required longer installation times and more cost. HDSL works in the base band and therefore 
cannot carry voice Plain Old Telephone Services (POTS) on the same pair. 

2.2.7 ADSL 

Asymmetric Digital Subscriber Line (ADSL) technology uses high frequency bands on the 
copper pair to simultaneously carry POTS and data traffic using a frequency splitter to 
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breakout the voice and data streams at the customer premise. Originally as the name implies, 
ADSL was asymmetric with more bandwidth downstream and less bandwidth for upstream. 
The average consumer at the time was going to web sites and downloading content with little 
to no upstream content. (Note: downstream is from the service provider to the customer and 
upstream is the other direction of travel for data.) ADSL today has become the preferred DSL 
technology and has evolved to an asymmetric technology as a number of consumers 
(teenagers) with cell phones want to surf and upload selfies and video at the same time. 
HDSL2 is an extended reach variant of HDSL which also works over degraded copper loops. 

2.2.8 Digital Subscriber Line Access Multiplexer (DSLAM) 

A DSLAM is the Central Office termination of multiple DSL interfaces. The customer location 
will have DSL modem whose signal will transmit either a copper pair to the CO or a RT of a 
Digital Loop Carrier (DLC) that will have a fiber connection to CO side of the DLC which is 
interconnected to a DSLAM. The DSLAM has an ATM (Asynchronous Transfer Mode) 
connection carrying packet flows which are encapsulated in an L2TP tunnel to the edge 
aggregation router Broadband Remote Access Servicer (BRAS) which will terminate the 
L2TP tunnel and forward the IP traffic onto the backbone routers. Newer implementation 
have an Integrated Digital Loop Carrier system which is integrated into the CO switch with 
packet flows being extracted and interconnected to the Carriers IP network. Gigabit customer 
interfaces are using various fiber interconnects, such as Passive Optical Networking to 
interconnect with customer premise equipment.  

 
Figure 2-1. Multi-channel ADSL2/VDSL2 Modem Frequencies. 
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Figure 2-2. Customer Premise access to Internet over DSL/L2TP. 

2.2.9 Layer 2 Tunneling Protocol (L2TP) 

L2TP was developed as a standard to encapsulate multi Point-to-Point Protocol (PPP) links 
between an L2TP Access Concentrator and a L2TP Network Access Server across different 
types of physical media such as the PSTN, High-level Data Link Control (HDCL) links and 
ATM.  

Tunneling protocols are used to transport one or more sessions across a layer 2 or layer 3 
networks which hide the underlying routers, switches and interconnecting circuits (Figure 
2-2). 

2.2.10 SONET 

SONET is a transport protocol originally designed to transport PDH/T-Carrier DS1’s that are 
slightly out of sync because of independent timing sources. SONET is a set of transport 
containers that allows a delivery of a variety of protocols which include ATM, Ethernet and 
video that are either mapped into Virtual Tributaries (VT) or when the frame is concatenated 
the complex VT structure is removed and a large payload container is available for packets, 
ATM cells and uncompressed or compressed video. Figure 2-3 illustrates the sections and 
line layers that add Operations, Administration & Management (OA&M) overhead support for 
all of the layers in the path. SONET had a fixed frame size and frame rate to support jitter 
sensitive traffic. Figure 2-4 illustrates the mapping of DS1 circuits to VT1.5 containers and 
their position in a SONET frame and Figure 2-5 shows mapping of a single payload container 
in a SONET frame.   
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Figure 2-3. End to End SONET Link. 

 

 
 

Figure 2-4. DS1 Mapping to VT1.5 Structures. 

 

 

2.2.11 Advanced TDM Multiplexing Systems, ATM and Cell Switching 
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There are two primary methods to share a serial communications channel Time Division 
Multiplexing and Frequency Division Multiplexing. With current technologies there are 
instances where both techniques are used in both the electrical and optical domain.  ADSL 
uses two different frequencies to carry a TDM based circuits on both and WDM (Wave 
Division Multiplexing) uses different frequencies of light on a single fiber to carry multiple 
TDM circuits (Figure 2-1). 

PDH/T-carrier is a fixed frame/frame slot TDM technology developed in the early sixties to 
carry voice circuits. As advances were made in the technology the frame envelope or super 
frame timing was maintained but the fixed 64kps time slots were replaced with an arbitrary 
number of variable bit-rate data streams. Original T1 circuits would have stranded bandwidth 
on unused DS0 channels which lead to the development of statistical multiplexing allowing 
the dynamic allocation of bandwidth to the different channels being serviced. A current 
example would be a T1 connection to a location where the channel would be fully consumed 
by IP data packets except when a voice call would be made and then a 4, 8 or 16 kbps 
channel would be carved out for the length of the call and returned to the other stream when 
no longer needed. Other variations include setting up fixed bandwidth channels and allowing 
parts of the T1/T3 to be dynamic.  

Optical carriers OC-3, OC-3c, OC-48, OC-48c can be provisioned to be channelized as in 
OC-3 and have three OC-1s at 51 Megabytes per Second (Mbps) per channel or an OC-3c 
with approximately 150 Mbps  channel out of the 155 Mbps line rate to usually carry IP 
packet streams. SONET encodes the 45 Mbps DS3 (T3 is a DS3 framing on copper) onto a 
51 Mbps OC-1 with the additional bits used for OA&M channels. 
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Figure 2-5. A Single 49.5 Mbps Payload Container. 

 

2.2.12 Cell Based Switching Systems 

Cells are a fixed sized packet (protocol data unit PDU) developed to multiplex large and small 
Ethernet frames, IP packets, T1, Video streams by slicing each client stream into cells and 
interleaving those cells as they are transported across wide area and local area serial and 
SONET ring. NET Federal developed a cell based statistical multiplexor, used by Defense 
Information Systems Agency (DISA), to transport voice, data and video across various 
speeds of Defense Information Systems Network (DISN) circuits for years. The technology 
was based on a 24 byte cell with vendor specific adaptation layers to transport the traffic. For 
the forthcoming ATM standard the Consultative Committee for International Telephony 
(CCITT) had input from the US that wanted a 128 byte cell while the Europeans wanted a 
smaller cell so the compromise was a standard cell size of 53 bytes which led to a perception 
issue for ATM for a number of years.  

Early Ethernet and packet networks suffered from multiple sizes of packets from different 
clients transiting the same link and having wide variable propagation delays (jitter) in the 
network.  

(Ed. Note: My original Ethernet network at Hayes Microcomputer Products had both terminal 
traffic, which was small packets that were very delay and jitter sensitive and computer to 
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computer traffic that had large sized packets transporting files between computer systems 
with large Maximum Transmission Unit (MTUs) The solution was two different Ethernet 
segments one for the human terminal traffic and one for the machine traffic.) 

One solution was to reduce the MTU size so that router links with smaller MTUs would force 
the routers at each side of the link to fragment packets on ingress and reassemble them on 
the other side. Another is to setup routing paths through the network with small MTUs and the 
no fragmentation bit set to force larger packets on different paths and segregate them from 
the more time sensitive packets. 

Slicing packets into cells allowed a more granular multiplexing of mixed packet streams and 
since cells were fixed sizes the slicing and switching was done very efficiently in hardware 
with small cell buffers. SAR is part of the adaptation layer that converts the packets, HDLC 
frames and video streams into cells which are switched through the network not routed. The 
average cell delay through an ATM switch is about 10 microseconds with measured jitter in 
the nanosecond range. Average transit times for packets through a larger ATM network, 
depending on the number of switches the cell has to transit is usually less than 600 
microseconds. 

Some of the different ATM switch vendors included AT&T Bell Labs, Cascade, Fore Systems, 
General DataComm, Newbridge Networks and others. ATM switches of the day came with T3 
and native SONET interfaces as well as adaptation interfaces for voice, video, digital streams 
and packet and Frame Relay data. Other sets of vendors produced multi-services ATM CPE 
gear which used OC-3c (optical interface) to connect to the ATM switch. All vendors 
supported Permanent Virtual Circuits (PVCs) and some supported Switched Virtual Circuits 
(SVCs) and Layer 3 transport included Local Area Network Emulation (LANE) and Multi-
Protocol over ATM (MPOA). Most vendors also have Ethernet adaptation interfaces with 
Virtual LAN (VLAN) over ATM which was a vendor specific enhanced LANE capability.  

Following the SS#7 example, Newbridge Networks developed a Route Server which attached 
to a switch and was used to control packet routing throughout their ATM network. CCITT also 
standardized Network-to-Network Interfaces (NNI) for carrier to carrier interconnection.  

2.2.13 Multi-Protocol over ATM (MPOA) 

The significance of MPoA was to carry IP packets across the cell switched data plane. When 
the IP packets reached a perimeter interface it was forwarded in a hop by hop fashion over 
the cell switched network until it reached the egress interface. The route server setup a point 
to point SVC connection and subsequent packets transited a virtual channel between the 
ingress interface and egress interface. A routing stack ran on the Route Server to pass route 
table information to external IP networks. Provider to provider signaling occurred at the NNI 
interfaces. 
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2.2.14 Multi-Protocol Label Switching (MPLS) 

As the FAA and their contractors are running an MPLS 
network this section will be brief and address some points 
about data transport. The first Request for Conformity (RFC) 
came out on MPLS in 2001, when the lead author was the 
Director of Network Engineering at a large content distribution 
network, and there was interest as it would replace tedious 
routing in our backbone network with label switch decisions. 

As a layer 2.5 protocol it can encapsulate any layer three 
protocol, such as IPv6, PDH, and transit an existing IPv4 
network. Figure 2-6 shows a simple example of the label 
swapping operation for transit through a network. 

 
 

Figure 2-7. Simple MPLS Operation 

 

MPLS was developed when the optical systems were still first generation and were very 
expensive. It was going to be the unifying transport mechanism because of the cost and 
SWaP of SONET multiplexors and their discrete component optical systems they 
interconnected with.  Figure 2-7 shows a simple example of an MPLS network. 

 
Figure 2-6. A Typical Protocol 
Stack with the MPLS Position. 
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MPLS-TP specifies at least two adaptation methods, pseudowire or LSP for simplified 
transport of layer 3 packet streams. OA&M functions for MPLS-TP are still pre-decisional as 
two methods are being debated i.e. option 1: GACH+Y.1731 with option 2: BFD/LSP Ping 
Extension. 

How much of the underpinnings of MPLS will only be available to the service providers and 
what capability will be customer configurable. 

2.2.15 Photonic Integrated Circuits (PIC) 

Cell phones, large screen TVs and our other electronic gadgets are based on Very Large 
Scale and Ultra Large Scale Integrated Circuits (VLSIC, ULSIC) which are composed of 
massive amounts of electronic circuitry on the IC instead of discrete components on a printed 
circuit board. By miniaturizing the discrete components they take less space and power which 
allows them to be closer together, have literally tens of millions of transistors that can run 
very fast and consume lower power. Until the advent of the PIC there were discrete optical 
devices that could be connected to ULSIC through copper connections on the printed circuit 
board. At the speeds these electrical signals propagate at require careful consideration of all 
aspects of the design because copper interconnects act as transmission lines and can 
generate unwanted interference on nearby signals. There is an example of Silicon on 
Insulator (SOI) or hybrid Silicon PIC as well as an Indium Phosphate (InP). Following the 
examples is a comparison of SOI versus InP technologies from UCSB researchers. 

Figure 2-8 illustrates a full single channel Reconfigurable Optical Add, Drop Multiplexer 
(ROADM) residing on a silicon on insulator (SOI) 
substrate which is then encapsulated in epoxy 
material. Each element can be produced from a 
different material silicon, germanium etc. and in 
the interconnects are etched onto the substrate 

For InP (Indium phosphide) technology, below is 
an excerpt from Photonics Spectra of an example 
of InP based photonic integrated circuit used in a 
number of optical subsystems in LANs. This is a 
simple example that provides much better SWaP 
that older discrete component technology. In the 
current market, fiber based communications 
network elements are taking advantage of greater 
integration of photonic components to improve 
system performance and reduce the SWaP of CPE and large network elements. The number 
of components on PICs is one of the trends that FAA planners can track for future FAA 
needs. 

 

 

Figure 2-8. Functional rendering of a 
single channel ROADM on SOI carrier 
(IBM). 

 

http://www.actiac.org/


   Architecture White Paper   

 

 
American Council for Technology-Industry Advisory Council (ACT-IAC)  

3040 Williams Drive, Suite 500, Fairfax, VA 22031  
www.actiac.org ● (p) (703) 208.4800 (f) ● (703) 208.4805 

Advancing Government Through Collaboration, Education and Action Page 19 

 

2.2.16 InP PICs Enable High-Efficiency Optical Transceivers 

JDSU Indium phosphide-based photonic integrated circuits (PICs) eliminate optical loss 
between different functional elements and use high-efficiency optical modulators to enhance 
performance. They are indispensable in the development of the small-form-factor, high-
power-efficiency pluggable (SFP+) transceivers operating at 10 and 100 Gbs for optical 
communications (Figure 2-9). 

 
Figure 2-9. Optical Transceivers 

  (a) Scanning electron microscope image of an optical transmitter PIC comprising a C-band tunable SGDBR 
laser, a semiconductor optical amplifier (SOA) and a dual-drive MZ modulator (MZM).(b) Eye diagrams 
measured for DWDM DFB-MZ TOSA PRBS 231-1 Vpp = 1.1 V at 10.7 Gb/s, filtered, mask margin 28 

percent. (c) OOK eye diagram of differentially driven InP MZM at 30 Gbs with 0.9-Vpp-per-side modulation 
voltage. 

In Figure 2-9 it would appear that InP would be preferred for the higher level of component 
integration needed for large fiber based communications systems. Both technologies are 
continued candidates for future larger component count PICs. 
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Figure 2-10. Comparison chart of InP versus Hybrid Silicon Source: Martijn J. R. Heck (UCSB). 

 

2.2.17 DWDM Super Channels 

As optical channel bit rate increase, the associated transmission side effects also increase. 
One method that has been introduced for higher rate communications is the use of Forward 
Error Correcting (FEC) codes. FECs introduce additional symbols which when analyzed by 
the receiver DSP (digital signal processing) improve the signal to noise ratio to support higher 
capacity links. For the greater transmission rates of 40 Gigabits per second (Gbps), 100Gbps 
and 1,000Gbps (1Tbps) both optical receivers and modulation schemes have to be enhanced 
with schemes like Coherent Polarized Differential Quadrature Phase Shift Keying (CP-
DQPSK). Additional coding techniques like Polarized Multiplexed Binary Phase Shift Keying 
(PM-BPSK) Polarized Multiplexed Quadrature Phase Shift Keying (PM-QPSK) - Figure 2-11) 
and Polarized Multiplexed 8 Quadrature Amplitude Modulation (PM-8QAM) increase both link 
capacity and reach for more economical high speed optical networks. 

A Terabit Super Channel is composed of information distributed over a few Sub-Carriers 
spaced as closely as possible forming a 1,000 Gbps Super Channel. Each of the Sub-
Carriers is transporting a lower Bit Rate signal which is compatible with current Analog-to-
Digital Conversion (ADCs) and Digital Signal Processing (DSP) technology. One example of 
this approach was to use Sub-Carrier spacing at 1.2 times the Baud Rate and CP-QPSK 
modulation of the 10 Sub-Carriers at 111 Gbps to provide the 1,000 Gbps link capacity with 
existing DWDM optics and multiplexors. 

A first generation “split spectrum” Super Channel can offer 8 Terabyte per second (Tbps) in 
the C-band with current ITU DWDM fixed optical frequency grid spacing and with next 
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generation variable frequency space additional capacity will be gained by better spectrum 
use. 

Super Channel technology allows use of existing technology while vastly improving optical 
link capacity. 

 
Figure 2-11. Nyquist Channels to lessen clock rate of electronics. 

 

 

http://www.actiac.org/


   Architecture White Paper   

 

 
American Council for Technology-Industry Advisory Council (ACT-IAC)  

3040 Williams Drive, Suite 500, Fairfax, VA 22031  
www.actiac.org ● (p) (703) 208.4800 (f) ● (703) 208.4805 

Advancing Government Through Collaboration, Education and Action Page 22 

 

3. Transitional PDH/TDM Service Delivery 

3.1 Reserved 

3.2 Transitional PDH TDM Service Delivery Discussion 

Various team members proposed and discussed several strategies: 

1. Incumbent Local Exchange Carriers (ILECs) have been shedding PDH/T-Carrier 
customer for years and allowing CLECs to takeover servicing. The FAA contractor can 
obtain CLEC status and coordinate services through the CLECs. 

2. Transition legacy older T-Carrier systems to newer delivery methods such as ADSL or 
HDSL2 which can interconnect to remote DLC terminals and be re-groomed at wire 
serving central offices. 

3. Replace CPE with SONET or fiber MUXes that support subrate DS0, DS0 and 
fractional DS1 and terminate the physical link at the DLC or wire serving central offices 
or transit to Inter-eXchange Carrier (IXC) locations. 

4. Develop custom CPE adaptation devices for ATM over ADSL/HDSL frequencies and 
SAR at the wire serving CO or transport on SONET/OTN 

Strategy one is not recommended but allows the least disruption to FAA end sites as another 
LEC takes possession of the circuits and devices and continues support. 

The second method assumes that a number of the circuits are based on legacy PDH and 
conversion technology which can be replaced with a one to one service or equipment to 
lessen the timing and other characteristics on the network with newer digital implementations 
of the existing technology. One example of this would be transitioning from a current Analog 
T-carrier system to ISDN based carrier systems with higher fidelity audio and better timing 
signals. 

The preferred method from the team is to use Commercial Off-the-Shelf (COTS) 
chassis/blade or small form factor SONET or Fiber multiplexors that continue to support 
legacy analog, low bit rate, audio, radio and other legacy equipment interfaces. Several 
vendors that have these mux systems can do custom interface cards to implement 
unavailable interfaces. 

For custom CPE adaptations not available in these other strategies, system complexity, role 
and SWaP dictates more of a Black box approach rather than a White box (WB) approach to 
form replacement CPE gear. A number of larger system vendors have implemented WB on 
their routers, switches and transmission gear. Cisco, for example, has developed a Unified 
Computing System (UCS) module that can plug into a number of their higher end network 
equipment and adds many levels of additional processing functionality. These are complex 
systems with Solid State or rotating disk storage either a base operating system and 
applications or a VM with different OSs and applications depending on the requirements. 
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On the other hand, small WB implementations are one or two sizes larger than the entire 
CPE device with a much higher SWaP requirement. When you characterize the single and in 
some times simple function of the CPE which was implemented in discrete digital logic with 
timing and other system considerations the replacement technology for the last twenty years 
have been repacking the discreet logic in fixed or dynamic field programmable gate arrays 
with memory and an embedded microprocessor that can be managed and communicate over 
simple serial or Ethernet links.  

Note: this example is based on Xilinx technology, but there is a number of other FPGA 
vendors this example can apply to. 

The current CPE gear has a service interface to the on-site equipment on one side of the 
device and a network interface on the other. There is an OA&M port, usually serial, that is 
used to control the device during power up, normal and abnormal operation and power down.  

The first step is to develop an exact form factor replacement with the addition of an external 
Ethernet link. A dynamically reprogrammable Field Programmable Gate Array (FPGA) is 
chosen based on any A/D, D/A, number of digital and analog inputs and outputs and if 
additional VLSI logic blocks are required to support additional processing capability. An 
embedded ARM processor is a popular choice with sufficient static and/or dynamic memory 
for the embedded OS. For older RS-232, 422 balanced and unbalanced interfaces, external 
driver chips are required. 

The FPGA(s) are programmed, debugged and delivered for customer testing. While the 
FPGA program can be fixed, dynamically reprogrammable FPGAs can be cleared, loaded 
and back operational at any point in the process. To update the FPGA a new configuration 
file is downloaded by the external ARM processor and the FPGA is reprogrammed on the 
spot. The new replacement hardware will have added OA&M capability to alert the customer 
to any issues that may be developing while maintaining a reduced SWaP footprint. 
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3.3 DNS, DHCP and IPAM (DDI) 

IP address management has always been an integral part of network operations, security and 
management. Minicomputers utilizing vendor specific networking, DARPAnet and IP based 
networks initially utilized a host.txt file to maintain all of the addresses and device names in 
the network. This file was periodically transferred to all computers in the network to allow 
them to communicate. Multiple Local Area Networks (LAN) were introduced to interconnect 
local groups of systems and early routers allowed the interconnection of these intranets into 
an organization’s internet.  

As these networks grew in size, there was a need for the computers to communicate over 
different LANs, intranets (domains) and to uniquely manage the growing number network (IP) 
addresses. LAN bridges and Ethernet switches were developed to support larger Layer 2 
domains and packet routing was developed to allow Layer 3 packets to transit internetworks 
from source to their destination addresses. 

These more complex networks required new technology to handle both the domains for these 
computers as well as to uniquely address them which lead to the development of the Domain 
Name System (DNS) and the Dynamic Host Configuration Protocol. In the next few sections 
we will discuss state of the art DDI systems and their implementation and then we will go into 
some detail on the different components of DDI. 

3.3.1 DNS 

Dr. Paul Mockapetris while at University of Southern California (USC’s) Information Sciences 
Institute invented DNS and it was documented in Request for Comments (RFCs) 882 and 
883 in 1983. Dr. Mockapetris wrote the first DNS server and in 1984 four Berkeley students 
wrote the first Unix DNS server the Berkeley Internet Name Domain (BIND) which has been 
maintained through the years by the Internet Systems Consortium (ISC). BIND 9.x is the 
current version of the software, which has been ported to a number of operating systems, 
and is the most widely run DNS server in the Internet.  

DNS is composed of DNS servers to serve up the DNS Resource Records (RR), a distributed 
data structure (database) of Domain Zone files that are used to store these RR and other 
connecting and management information as well as end user or client applications called 
resolvers which send resolution requests to the DNS servers to get IP address information to 
locate required servers or services. The DNS data structure is an inverted tree with the root 
of the tree being the node at the peak of the inverted tree and nodes directly below the root 
are the set of primary name servers for the Internet. Each node in the tree has a name and 
as you ascend the tree you concatenate the names together with a period and that becomes 
the Uniform Resource Identifier (URI). Some of the main DNS subtrees or Domains are .com, 
.org, .edu and .mil. ORG is the top level Domain for non-profit organizations, COM is the 
same for commercial, GOV is for Governmental entities and .mil is for the military.  
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The protocol identifier used to access the URI is concatenated in front of the domain tree 
string such as WWW for the World Wide Web and FTP for File Transfer Protocol. An 
example for ACT-IAC would be WWW.ACT-IAC.org and going over the web using secured 
HTTP it would read https://www.ACT-IAC.org/. In this example ACT-IAC or its ISP that is 
hosting the ACT-IAC web site and is maintaining the RRs for them as the Authoritative 
Source for all ACT-IAC web sites, servers, printers whether external or internal to the 
organization. The ISP will merge all of the customers DNS information they manage on more 
than one DNS Primary and Secondary servers and add glue records to the registration 
authorities root servers so that the secondary servers can be located by client resolvers.  

Figure 4-1 illustrates an example DNS tree structure with the URI assembled in inverse order 
from parsing the tree. 

 
 

Figure 4-1. An Example DNS Tree Structure. 
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Figure 3-2. Illustration of Root and Commercial DNS Nodes. 

 

The two blue zones in Figure 3-2 represent two different administrative authorities and the 
domains they manage. 

3.3.1.1  BIND 
BIND is an open source package distributed by ISC as a free download. As BIND was 
developed in the mid-eighties as a text based system where you edit a configuration file 
called “named.conf” and start the BIND daemon or service with the configuration file as input. 
There is thirty years of history and options that can be in BIND files and most networks have 
a variety of DNS servers, each with their own configuration file that have to be organized, 
updated and coordinated across the entire network.  

Different types of DNS servers include “Authoritative” servers for a “Zone” or domain and all 
of the records from that part of the network originate from that server. Each separate part of 
the network can be a Zone, as large networks can have hundreds of Zone files and each 
zone file can have hundreds to thousands of records in the Zone file. DNS views are a way to 
have a single file support multiple Zones such as both internal and external Zones. 

A basic Zone file contains multiple types of (RR which contain the addresses for servers and 
services in the network. An “A” or “AAAA” RR will associate a name with an IPv4 or IPv6 
address with an MX record identifying an e-mail server. You can have one or more Zone files 
whose data is stored in one or more connected Zone files. For example you can have a 
Master Zone file can has pointers to subordinate Zone files. As networks grow Moves, Adds 
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and Changes (MAC) in running DNS systems get very tricky as you have to edit the Zone file 
and then restart the DNS server for it to take effect. 

A Master DNS server is the main repository for DNS records and best operational DNS 
practices have no NS record for the Master server IP address making it hidden so resolution 
requests will not be forwarded to it. Master DNS servers collect zone files and RR from 
authoritative servers and use zone transfers to move the data to secondary or slave servers 
that actually will receive the resolution request. Recursive DNS servers, which should only be 
available of internal resolvers are used to query and parse the world wide DNS infrastructure 
and ascertain that an address is available or the request is for a bogus zone.  

In freeware and simple BIND servers, all of this coordination, DNS record moves and 
changes, zone file transfers and DNS structure are either done manually or with custom built 
scripts.  

3.3.1.2  DHCP 
For assignment of IP addresses the Reverse Address Resolution Protocol (RARP) was 
introduced in 1984 but because of technical issues was replaced by the Bootstrap Protocol 
(BOOTP). Dr. Ralph Droms, of Bucknell University invented the Dynamic Host Configuration 
Protocol as an extension of BOOTP disk to allow IP address and other configuration 
information to be assigned to new end user computers as they were attached to the network. 
DHCP will give a lease on the IP address to the end user device that will usually last between 
several days to a week. The device can leave and reconnect to the network at which time the 
lease can be renewed by the server. DHCP servers can be configured to only give a lease to 
a known MAC address or using a Network Access Control (NAC) system have further 
qualifications on the device before it can receive a routable address. NAC is one layer two (2) 
network security mechanism. 

Server, routers and other computers provided network services need well known addresses 
that are usually statically assigned by Network Engineers during deployment of the services 
and will only be changed when all of the links to those addresses are updated. 

Newer DHCP and DNS servers can assign static addresses to network services and use 
Dynamic DNS (DDNS) to update DNS records that are used by network services customers 
to connect to these services. DNS and DHCP server operations become more critical in 
these new style of networks and these key network services need to be better protected from 
different attack vectors. As DNS servers become the critical path to the required network 
services, attacks on them will have more far ranging effects than in the past. This dynamic 
address assignment and generation of DNS records as well as their removal from the 
network is one of the only automated methods to support Virtualization and Cloud 
orchestration and the large number of VMs or Cloud instances that need to be turn up rapidly. 
Continued operation and protection of these key network services is even more critical than 
in previous network architectures. 
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In 1995 there were several vendors that developed DHCP and DNS servers which were 
applications running on general purpose machines. In the late nineties and early 2000s 
several vendors were producing software or appliance based products and these included 
Cisco, INS, Infoblox, Internet Associates, Lucent and Nortel among others. Cisco produced 
only DHCP servers, Infoblox produced an appliance based solution, Internet Associates 
developed the first IP address lifecycle management product and other vendors produced 
variations of the three technologies.  

3.3.2 IPAM the Unify Index 

Initially IPv4 addresses were kept in lists based on text files, simple databases and spread 
sheets. These methods were very error prone and as the number of systems grew a real 
solution was required. In 2002 Internet Associates, LLC invented the first holistic automated 
IP address lifecycle management system for IPv4, IPv6 addresses on a per ASN basis. 
Eventually most DNS and DHCP vendors added IP address management and the term DDI 
was coined. 

To illustrate, I will review one vendor’s architecture as an example of one type of solution to a 
class of operational problems. Other vendors have addressed these sets of problems from 
different perspectives and each has its strong suites and areas that need improvement. A 
detailed comparison of features is beyond the scope of this paper. 

Some of the operational issues are: 

 Bind has zone files and those files are composed of Resource Records with detailed 
information in each record. How do you generate, modify or delete those records? 
Multiple records in zone files are tied together. 

 Zone files have to be distributed in a secure fashion to maintain the integrity of the 
entire DNS system. 

 DNS services should be the only application running on a general purpose server 

 The underlying OS for the DNS, DHCP or IP Address Management (IPAM) server 
should only have required services and not extra attack vectors 

 With Cloud automation you need to dynamically assign and then recover addresses, 
DNS records, etc. 

 For large Enterprises and Government organization, the architectures have to scale 

 As critical network services, DDI system are going to be under constant attack which 
have to be mitigated 

This vendor’s approach was: 

 Develop a family of purpose build appliances, engineered to provide an envelope of 
performance required by the DDI applications 

 Based on a Linux platform stripped of unnecessary functions and hardware interfaces 

 DNS and DHCP servers are based on industry ISC BIND and DHCP 

 Secure interconnections between appliances 
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 Management and data can be transported over either IPv4 or IPv6 network links 

 Integrated database to associate DNS, DHCP and address data to allow correlation, 
validation and integrity checking 

 Each appliance in the network can run DNS, DHCP, NTP and other protocols 

 Graphical User Interface, command line interface, APIs, scripts and automation front 
end to the severs 

 Integrated device and configuration discovery as well as networks 

 Have equal support for IPv4 and IPv6 resource records 

 DNSSEC for integrity of zone file information 

An integrated database approach can be leveraged to: 

 When DHCP leases are let, DNS records can be automatically generated and 
populated in the correct zone. 

 Device interfaces can be coordinated with both IPv4 and IPv6 addresses and DNS 
RRs 

 Cloud and VM orchestration integration to automatically spin up and down any number 
of VM or Cloud instances 

3.3.3 DNS and DHCP Security Best Practices 

DNS and DHCP services should be tailored and limited to specific sets of users and networks 
in the environment. Router Access Control Lists (ACLs) and server/appliance ACLs can also 
be used to filter requests. DHCP servers should be able filter by DHCP fingerprint on different 
classes of devices. A DHCP finger print is the sequence of options in the DHCP request 
packet as each operating system and network attached device uses their own sequence. 

 External and internal DNS servers should have hardware implemented filters to drop 
malformed DNS resolution requests in real time to protect DNS server resources.  

 DNS servers should implement Response Policy Zones to intercept malware calls to 
botnet command and control servers 

 DNS server monitoring allows collection and review of normal DNS resolution behavior 
which can be used to block data exfiltration over DNS. 

4. IP network consideration 

How IPv6 Addressing is accomplished 

What is an IPv6 Address? IPv6 addresses are very different than IPv4 addresses in the size, 
numbering system, and delimiter between the numbers. They are 128bit in length, comprised 
of hexadecimal numbers, and use colon and double colons to separate the group of 
numbers. Each of the 8 groups is 16 bits and known as a “hextet” or sometimes a “quibble”. 

Based on the default definition an IPv6 address is logically divided into two parts: a 64-bit 
network prefix and a 64-bit interface identifier (IID), therefore, the default subnet size is /64. 

http://www.actiac.org/


   Architecture White Paper   

 

 
American Council for Technology-Industry Advisory Council (ACT-IAC)  

3040 Williams Drive, Suite 500, Fairfax, VA 22031  
www.actiac.org ● (p) (703) 208.4800 (f) ● (703) 208.4805 

Advancing Government Through Collaboration, Education and Action Page 30 

 

The /64 is used like Classless Interdomain Routing (CIDR) notation in IPv4 and represents 
the number of bits for the network prefix. A single /64 network yields 18 billion-billion possible 
node addresses. 

There are two shorthand or compression techniques that should be used when referencing 
IPv6 addresses as seen in Figure 4-1. 

 
 

Figure 4-1. Shorthand Notation 

 

The auto-configured Interface ID portion of the IPv6 address is self-generated by the host 
using one of two possible methods; based on the interface MAC address or by using a 
random number generator. The process of using the MAC address is the Institute of Electrical 
and Electronics Engineers (IEEE) Extended Unique Identifier (EUI)-64 with an additional step 
in order to be known that the process was used to generate a 64 bit number that is uniquely 
used for an IPv6 IID. Figure 4-2 depicts the modified IEEE EUI-64 process: 

Interface ID from MAC Address

00 18 41 23 6a 32

02 18 41 ff fe 23 6a 32

00 18 41 23 6a 32

ff fe

IEEE 48-bit MAC Address

Expanded to EUI-64

0xfffe inserted00000000

00000010 Invert 7
th
 bit of 1

st
 Byte, known as the universal/local bit

Modified EUI-64 Interface ID0218:41ff:fe23:6a32
 

Figure 4-2. Interface ID form MAC Address. 

 

IPv6 Neighbor Discovery Protocol (NDP) provides the following basic IPv6 functions per 
node: 

 Neighbor Solicitation (NS) — Neighbor address resolution (similar to IPv4 Address 
Resolution Protocol (ARP)) 

 Neighbor Advertisement (NA) — Response to Neighbor Solicitation requests 

 Router Solicitation (RS) — Sent by nodes “looking” for IPv6 routers on-link 

IPv6 Address Shorthand Notation

2001:0db8:0006:1ab5:0000:0000:0000:ba11
remove leading zeros to achieve

2001:db8:6:1ab5:0:0:0:ba11
additional reduction by replacing consecutive fields of zeros with

 double-colon  ::  option  (can only be done once) to achieve

2001:db8:6:1ab5::ba11
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 Router Advertisements (RA) — Sent periodically by routers and in response to RS  

 Duplicate Address Detection (DAD) — Sent to own Solicited-Node Multicast 
Address 

There are three IPv6 address scopes: 

 Link-Local — Automatically assigned per interface, not routable, and is always 
present 

 Global Unicast Address (GUA) — Assigned by: Stateless Address Autoconfiguraton 
(SLAAC), Stateful (DHCPv6), or manually configured, and is potentially routable to the 
global Internet 

 Unique Local Address (ULA) — Assigned by SLAAC, Stateful (DHCPv6), or manual, 
not routable to the Internet, but is routable within enterprise (like private address) 

There are three IPv6 Address Types: 

 Unicast address — one-to-one 

 Anycast address — one-to-nearest 

 Multicast address — one-to-many 

When a node attempts assigns an IPv6 address to its interface, no matter via an 
autoconfiguration process or manually configured, it must check whether the selected 
address is unique. This process is called Duplicate Address Detection (DAD), and if after 
verification the address is considered unique, the address is then configured on the interface. 

There are multiple methods of configuring an interface with an IPv6 address, some via an 
autoconfiguration process or a manually entered address. IPv6 employs a new and unique 
method for the autoconfiguration processes. This new process uses a unique NDP message 
known as the Router Advertisement which is configured on the IPv6 router and sent out on 
the network segment. Clients listen (and can also request) for RA’s and depending on which 
“flags” for autoconfiguration are set on in the RA, will act accordingly. 

The first IPv6 address autoconfiguration to discuss is known as Link-Local and this address 
type is automatically assigned when an IPv6 interface is enabled. It is based on a specifically 
assigned network prefix of fe80::/64 and the IID is derived from either the modified IEEE EUI-
64 format or via a random number generator process. In this case, the node does not rely on 
or need routers, DHCPv6 servers, or any additional network systems support. The node 
checks whether the selected address is unique (Duplicate Address Detection) and if unique, 
the address is configured on interface. 

The next method for IPv6 address autoconfiguration is known as SLAAC. This process 
requires the node receive a Router Advertisement which has a specific flag known as the “A” 
flag set on and also contains the network preface the node will use, and then the IID is 
derived from either the modified IEEE EUI-64 format, via a random number generator 
process, or via a cryptographically generated process. 
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The IPv6 SLAAC process works as follows: 

 A node sends a multicast Router Solicitation message to the “all-routers” address 
ff02::2 

 A router responds with Router Advertisement message containing A & L flags “on” and 
prefix for stateless autoconfiguration 

 The node configures its own IPv6 address with the advertised prefix, plus a locally-
generated Interface ID 

 Node checks whether the selected address is unique (Duplicate Address Detection) 

 If unique, the address is configured on interface 

Note – DNS and domain name is neither supplied or automatically configured in this process 

Another method for IPv6 address autoconfiguration is known as Stateful and uses DHCPv6. 
This process requires the node receive a Router Advertisement which has a specific flag 
known as the “M” flag set on. When the node sees this flag on, it then sends a request for a 
DHCPv6 server to assist in the node obtaining an IPv6 address and other information such 
as DNS, domain name, time server, Trivial File Transfer Protocol (tftp) or download server, 
etc. 

The IPv6 Stateful (DHCPv6) process works as follows: 

 A node sends a multicast Router Solicitation message to the “all-routers” address 
ff02::2 

 A router responds with Router Advertisement message containing M flag for stateful 
autoconfiguration  

 The node sends a multicast Solicit message to the  
“all-DHCP relay agents and servers” address ff02::1:2 

 DHCPv6 server responds with Advertise message containing IPv6 address 

 The node sends a Request message to confirm and seeking other information  

 DHCPv6 server responds with Reply message 

 Node checks whether the selected address is unique (Duplicate Address Detection) 

 If unique, the address is configured on interface 

An important note when using Stateful, an IPv6 node derives its default gateway from the 
router’s Link-Local address when the L flag is set in the Prefix information field of an RA, not 
from the DHCPv6 assignment (there is no field in the DHCPv6 scope definition to supply a 
default gateway address). 

Another method for IPv6 address autoconfiguration is known as Stateless DHCPv6 and uses 
a combination of SLACC and a different DHCPv6 configuration in the RA. This process 
requires the node receive a Router Advertisement which has the “A” flag set on and also 
contains the network preface the node will use and then the IID is derived from either the 
modified IEEE EUI-64 format or via a random number generator process, and also has the 
“O” flag set on. When the node sees this flag on, it then sends a request for a DHCPv6 server 
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to assist in the node obtaining other information such as DNS, domain name, time server, tftp 
or download server, etc. 

The IPv6 Stateless DHCPv6 process works as follows: 

 A node sends a multicast Router Solicitation message to the “all-routers” address 
ff02::2 

 A router responds with a Router Advertisement message containing A & L flags “on” 
and prefix, and O flag “on” for stateless DHCPv6 autoconfiguration  

 The node configures its own IPv6 address with the advertised prefix, plus a locally-
generated Interface ID 

 The node sends a multicast Information-Request message to the “all-DHCP relay 
agents and servers” address ff02::1:2 

 DHCPv6 server responds with Reply message containing the other information 

 Node checks whether the selected address is unique (Duplicate Address Detection) 

 If unique, the address is configured on interface 

The other way to configure an IPv6 address is via a manual configuration. 

 In Windows operating systems (server and client), they do not over-ride DHCPv6 
functions (like it does in IPv4), so even with a manually configured address, if the 
Router Advertisement still has the A, M, or O flags set on, the node will follow those 
processes in autoconfiguration 

 If you don’t want SLAAC or DHCPv6 addresses on network segment, must disable A, 
M, and O flags in the Router Advertisement 

 Do not need to configure default gateway, as it is derived in a Router Advertisement 

 Node checks whether the selected address is unique (Duplicate Address Detection) 

 If unique, the address is configured on interface 

Figure 4-3 depicts the various IPv6 Address Autoconfiguration methods and which flags to be 
set in the Router Advertisements, how the network prefix is derived, how the IID is derived, 
how the node obtains other information, and finally how many IPv6 addresses will be on the 
interface after a given method is executed: 
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Figure 4-3. Various IPv6 Address Autoconfiguration Methods 

Overview of 6PE 

Multiple techniques are available to integrate IPv6 services over service provider core 
backbones: 

 Dedicated IPv6 network running over various data link layers  

 Dual-stack IPv4-IPv6 backbone  

 Leveraging of an existing IPv4 MPLS backbone  

These solutions are deployed on service providers’ backbones when the amount of IPv6 
traffic and the revenue generated are in line with the necessary investments and the risks 
agreed to. Conditions are favorable for the introduction of native IPv6 service, from the edge, 
in a scalable way, without any IPv6 addressing restrictions and without putting a well-
controlled IPv4 backbone in jeopardy. Backbone stability is key for service providers that 
recently stabilized their IPv4 infrastructure.  Service providers running an MPLS/IPv4 
infrastructure follow the same trends, as several integration scenarios are possible to offer 
IPv6 services on an MPLS network. Multiple vendors have developed 6 Provider Edge (PE) 
implementations (Cisco, Alcatel Lucent, Juniper and others) or IPv6 Provider Edge Routing 
over MPLS, to meet all of those requirements.  Inter-AS support for 6PE requires 
enhancement of Border Gateway Protocol (BGP) to enable the address families to allocate 
and distribute the PE and Autonomous System Boundary Router (ASBR) labels using MP-
BGP (Multi-Protocol Extensions for Border Gateway Protocol (BGP)-4. 
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Benefits of 6PE 

Service providers that currently deploy MPLS will experience the following benefits of 6PE:  

 Minimal Operational Cost and Risk — No impact on existing IPv4 and MPLS 
services.  

 Provider Edge Routers Upgrade Only — a 6PE router can be an existing PE router 
or a new one dedicated to IPv6 traffic.  

 No Impact on IPv6 Customer Edge Routers — the ISP can connect to any customer 
CE running Static, IGP or EGP.  

 Ready for Production Services — An ISP can delegate IPv6 prefixes.  

 IPv6 Introduction into an Existing MPLS Service — 6PE routers can be added at 
any time.  

 High bandwidth switching - It is possible to switch up to OC-192 speed in the core. 

Deploying IPv6 over MPLS Backbones 

Backbones enabled by 6PE (IPv6 over MPLS) allow IPv6 domains to communicate with each 
other over an MPLS IPv4 core network. This implementation requires no backbone 
infrastructure upgrades and no reconfiguration of core routers, because forwarding is based 
on labels rather than on the IP header itself. This provides a very cost-effective strategy for 
IPv6 deployment.  Additionally, the inherent virtual private network (VPN) and traffic 
engineering (TE) services available within an MPLS environment allow IPv6 networks to be 
combined into VPNs or extranets over an infrastructure that supports IPv4 VPNs and MPLS-
TE.  
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5. FTI-2 IPv6 Security Architecture 

IPv6 Security Architecture Whitepaper 

By Scott Hogg, CTO, Global Technology Resources, Inc. (GTRI), CCIE #5133, CISSP 
#4610, chair emeritus RMv6TF, Infoblox IPv6 COE, author of “IPv6 Security”, Cisco Press, 
2009.  

5.1 IPv6 Security Considerations 

The TCP/IP protocol has been the most popular data networking protocol and has operated 
on the largest enterprise networks, private networks, and the Internet for decades.  The next 
generation version of the Internet Protocol is IP version 6 (IPv6) and it is has been evolving, 
maturing, and growing in popularity over the past decade.  IPv6 is now gaining popularity on 
the Internet and some private networks are staring to use it internally.  As the FAA plans for 
its next-generation FAA Telecommunications Infrastructure (FTI) networks, IPv6 should be 
part of the network architecture and design. 

This document provides an introduction to the security considerations for an IPv6-enabled 
network and enumerates the security implications, applicable attacks and their potential 
impact on FAA network operations.  The discussion on IPv6 also includes threats that are 
anticipated in the FAA’s IPv6 implementation.  Furthermore, this section aims to clarifying the 
impact that the network changes will impose as IPv6 is introduced and address affected 
areas such as end-to-end security, peer-to-peer and mobility.  It also describes the areas that 
IPv6 will impact regarding existing security protection mechanisms and practices. 

5.1.1 The IPv6 Latent Threat 

Today, most operating systems and networked devices already support IPv6.  It is an active 
protocol within the default protocol stack on the vast majority of systems and these systems 
are already within the FAA’s environment today.  The issue here is that most organizations 
have not enabled IPv6 or taken any steps to secure the use of IPv6, yet they have IPv6 on 
their access networks today. This is what is termed the IPv6 “latent threat”.  This document 
reviews the methods to proactively secure IPv6 as it is deployed so that the protocol can be 
used securely from its initial deployment 

5.2 Similarities and Differences between IPv4 and IPv6 

There are many similarities between IPv4 and IPv6.  Both IP versions are connectionless 
datagram protocol with no inherent security.  They use the same 4-layer protocol model and 
are end-to-end routed protocols that both support for unicast, multicast, and anycast 
communications.  Both IP versions can be carried on top of many Layer-2 protocols 
(Ethernet, PPP, SONET, Frame Relay, and Fiber Channel, among others) and both supports 
popular transport protocols (Transmission Control Protocol (TCP), User Datagram Protocol 
(UDP), Stream Control Transmission Protocol (SCTP), Data Congestion Control Protocol 
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(DCCP)) and the applications above them.  Both IP versions use DNS, DHCP, FTP, 
Hypertext Transfer Protocol (HTTP), etc., and many of their supporting protocols are 
functionally similar.  Both IP versions use the same routing protocol & algorithms.  Both IP 
versions use Internet Control Message Protocol (ICMP) functions and have similar header 
fields such as Quality of Service (QoS) markings (DiffServ, IntServ). 

5.2.1 IPv4 Reliance on NAT 

One of the differences between IPv4 and IPv6 is that IPv4 relies on Network Address 
Translation (Network Address Translation (NAT) (RFC 1631) due to the fact that there is 
insufficient available public IPv4 addresses.  IPv6 offers a plentiful supply of global addresses 
so there is no need to use any form or address translation.  The Internet Engineering Task 
Force (IETF) RFC titled “Local Network Protection (LNP) for IPv6” (RFC 4864) documents 
the perceived benefits of IPv4 NAT and describes how these techniques are not required for 
IPv6. 

5.2.2 Opportunity and Challenges with IPv6’s Large Address Apace 

Because of the fact that 128-bit IPv6 addresses are sparsely numbered, attackers will need 
to turn to alternative approaches of identifying targets of attacks.  Ways to prevent 
reconnaissance is to use randomly numbered interface identifiers (last 64 bits of an IPv6 
address).  If sequential interface identifiers are used the reconnaissance can be just as quick 
as on a densely populated IPv4 /24 subnet.   

5.2.3 Differences between IPv4 ARP and ICMPv6 NDP 

There are several differences between IPv4 andIPv6.  IPv6 headers have128-bit addresses 
whereas IPv4 headers use 32-bit addresses.  IPv6 header includes a 20-bit Flow Label that 
doesn’t exist in IPv4.  IPv6 does not use broadcast like IPv4 does, but instead, IPv6 uses 
multicast for all one-to-many communications.  IPv6 hosts have multiple IPv6 addresses, 
where IPv4 nodes typically just have a single address per interface.  IPv6 nodes use Link-
Local addresses (FE80::/10) and use ICMPv6 for (NDP communications and can perform 
SLAAC.  IPv6 networks require a minimum MTU of 1280 bytes and IPv6 routers do not 
fragment packets, instead relying on the source to perform Path MTU Discovery (PMTUD). 

5.2.4 Extension Headers 

One unique characteristic of IPv6 is its use of Extension Headers (option headers).  These 
headers follow the IPv6 header and add functionality to the protocol as well as provide 
information about the upper-layer data being transported.  A single IPv6 packet may have 
several extension headers.  IPv6 packets can contain a set of extension headers in a long 
chain with a null next-header field value to indicate the last extension header.  IPv6 use these 
extension headers for functions such as IP Security (IPsec) Authentication Header (AH) and 
Encapsulating Security Payload (ESP), mobility, and other functions. 
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The security implications of extension headers is that an attacker may create crafted packets 
in specific ways to cause problems for the system receiving the IPv6 packet or to cause 
problems for those nodes along the forwarding path.  An extensive set of headers can be 
crafted in such a way to push the upper-layer protocol information into a second fragment in 
an attempt to bypass firewall policy.  Because of the non-deterministic nature of extension 
headers, devices that must parse through the header chain must do so carefully and 
completely.  This is typically done in software (not hardware) and takes precious Central 
Processing Unit (CPU) resources and good coding practices to analyze the entire header set.  
It is possible to perform extension header filtering in hardware but the complexities of doing 
so prevent many manufacturers from doing so.  Therefore, when extension header filtering is 
performed in software CPU depletion attacks can be performed when attacks use a flood of 
traffic that contains invalid extension headers. 

Routing headers allow for packets to be routed to the destination as specified by the source.  
Packets can be directed through one or a few intermediate nodes (loosely defined) or through 
a fully-specified complete set of nodes (strictly defined).  The security issues that arise from 
source routing allow for either man-in-the-middle attacks or for one system to forward the 
packet to another system in a way that might bypass a firewall.  In IPv6 Routing Header type 
0 (RH0) has now been deprecated (RFC 5095) but many systems still forward and process 
RH0 packets.  The other type of routing header is type 2 (RH2) which is benign and is used in 
Mobile IPv6.  Routing header type 2 was created specifically to allow MIPv6 to function when 
RH0 packets are dropped and not forwarded.  Mitigation strategies involve blocking packets 
that contain RH0 headers at the perimeter and on every node in the network.  Hosts should 
also be patched so they do not forward or process RH0 packets. 

FAA IPv6 security policy should mandate that all RH0 packets will be dropped and not 
processed by all network devices and hosts.  The IETF RFC “Deprecation of Type 0 Routing 
Headers in IPv6” (RFC 5095) makes disabling RH0 packets the standard.  FAA should only 
use operating systems that have Type 0 Routing Headers (RH0) disabled.  FAA should also 
drop RH0 packets at the perimeter and throughout the interior of the network. 

A Destination Option Header (DOH) is used to carry information to the destination node and it 
is examined only by the destination of the IPv6 packet.  The DOH can appear at most twice in 
an IPv6 packet (once before the routing header and once before the upper layer data).  If the 
DOH appears before the routing header then its contents are examined by the intermediary 
nodes.  The security concern is that a DOH can be crafted in such a way as to perform a 
Denial of Service (DoS) on the destination system. 

Hop-by-Hop (HbH) headers have the same format as a Destination Option Header but they 
are processed at every hop along the transmission path.  The same security concern exists 
for HbH as for DOH packets, that a crafted packet could be used an attack on the nodes 
along the transmission path.  The router-alert option (RFC 2711) is of particular concern for 
backbone networks.  The router-alert option is supposed to be handled immediately by each 
router along the forwarding path.  The potential here is that precious CPU resources would 
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be consumed if many of these packets were sent into a network.  IPv6 packets with HbH 
extension headers cause every network device along the communications path to process 
the packet.  This type of packet could be used to launch a resource consumption attack on 
FAA’s core network infrastructure.  Therefore, FAA may want to possibly deny packets with 
HbH options or at a minimum rate-limit these types of packets to prevent undue harm from 
resulting. 

The AH and ESP headers are the basic packet structure for packets that use IPsec.  These 
packets are not of concern from a security perspective unless the parties communicating are 
using IPsec to hide their communications.  Besides cracking the encryption, there is no way 
to find out the contents of the packets being sent but the source and destination node IP 
addresses are revealed in the outside IPv6 header. 

The upper layer headers are the headers for the transport layer protocols being used.  
Protocols such as TCP and UDP are prime examples of upper layer headers.  The security 
issues are that these headers may be crafted or that the upper layer header is place in the 
second fragmented packet to avoid proper filtering of the connection. 

There can also be legitimate or crafted packets that are using headers of unknown types.  
These headers are unknown to the routers, firewalls, or destination nodes.  Packets with 
unknown headers should be dropped due to security concerns about these types of packets.  
The concerns are that these packets could cause devices inspecting the unknown headers to 
fail.  Unknown headers could also be used to form a covert channel. 

There are rules (RFC 2460) that govern the order and the number of times each extension 
header may appear within a single IPv6 packet.  IETF RFC 7112 “Implications of Oversized 
IPv6 Header Chains” also provides advice on IPv6 header usage.  The IETF RFC 7045 
“Transmission and Processing of IPv6 Extension Headers” also provides advice on extension 
header usage.  Those rules are: 

 Each header should not appear more than once with the exception of the Destination 
Options Header 

 HbH extension header should be the first header in the list because it is examined by 
every node along the path. 

 Destination Options header should appear at most twice (before a Routing header and 
before the upper-layer header). 

 Destination Options header should be the last header in the list if it is used at all. 

FAA should filter packets with extension headers that are not required.  FAA should also 
deny IPv6 packets with unknown option header types.  If an extension header is unknown to 
a network device the error should be made on the side of caution and it should be blocked.  
FAA should block unknown extension headers at the Internet perimeter and throughout the 
interior of the network. 

5.2.5 Fragmentation 
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With IPv4, fragmentation was part of every IPv4 header whether the packet was fragmented 
or not.  With IPv6, only the end-systems perform fragmentations (routers do not fragment 
IPv6 packets) and an optional fragmentation header is used on those fragmented packets.  
The same security implications of fragmentation exist for IPv6 and IPv4 (RFC 1858).  
Fragmentation can be a way for an attacker to avoid detection by a firewall or DPI system.  
Therefore, fragmented packets should be closely inspected to make sure they are legitimate 
and not being used to bypass a security measure. 

In IPv6, routers do not fragment packets being forwarded.  It is left to the end-systems to 
perform Path MTU Discovery (PMTUD) so ICMPv6 Type 2 “Packet Too Big” messages must 
be permitted through network perimeters.  IPv6 links must have MTU equal to or greater than 
1280 bytes, therefore fragments with less than 1280 bytes should be dropped with the 
exception of the last fragment.  However, this is difficult to enforce because different IPv6 
protocol stack implementations may fragment packets to be smaller than 1280 bytes.  The 
IETF RFC 5722 “Handling of Overlapping IPv6 Fragments” and the IETF RFC 6946 
“Processing of IPv6 Atomic Fragments”, state that the end node must drop these offending 
packets. 

5.3 IPv6 Security and Network Topology 

This section of the document covers the security protections for the FAA’s data network and 
Internet perimeter.  This perimeter is defined as any connection that links FAA to any 
organization that is outside FAA’s administrative control or physically owned facility.  Any link 
that connects FAA to a non-FAA owned location should be considered an external 
connection.  A perimeter could also be a point where two networks of different trust levels or 
different functions touch each other.  Filtering should be applied at these points to control 
what IPv6 packets are allowed to traverse these network boundaries. 

5.3.1 IPv6 Does Not Change Network Topology 

IPv6 will use some of the same topology and traffic patterns as the current network topology.  
Introducing IPv6 will not change the number of sites, the number of VLANs within a data 
center, or the nature of external connections.  The FAA IPv6 security architecture will be 
similar to the current network topology and current protection measures.  IPv6 will simply be 
another layer-3 protocol overlaid on top of the current network topology and physical links. 

5.3.2 Secure Both IP Versions Equally 

From a security perspective, if an environment runs both IP versions, then their security is 
only as strong as the weaker of the two stacks.  Running dual stack will give an organization 
an increased number of vulnerabilities over only running one IP version.  Therefore, dual-
protocol systems must provide equally strong protection mechanisms for both protocols.  FAA 
would prefer dual stack as the transition mechanism, but FAA then should consider securing 
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each protocol equally.  To achieve equal protections, every system needs to support both 
protocols equally well. 

The transition to IPv6 has occurred slowly and that has caused many manufacturers of 
security products to wait to implement IPv6 features into their products.  Manufacturers have 
been waiting for customer demand for IPv6 features to guide them on when they should 
implement IPv6.  This has caused the early phases of IPv6 adoption to not have all the 
known security mechanisms that will exist or work as expected.  Not every IPv4 feature maps 
to an IPv6 feature and not every IPv6 feature maps to an IPv4 feature.  The protocols are not 
compatible in any way and translation is not an assured transition strategy.  For example, 
some Unified Threat Management (UTM) features exist for IPv4 firewalls and even if that 
firewall supports IPv6 today those UTM features do not operate on IPv6 traffic. 

FAA should meet with the major manufacturers of security devices and inform them of the 
specific IPv6 features required.  The FAA’s IPv6 technology requirements should give 
manufacturers input on what features FAA needs for a secure deployment of IPv6. 

5.4 IPv6 Security at the Internet Perimeter and Network Edge 

This section covers the IPv6 security considerations for external network connections and the 
Internet perimeter.  However, the FAA may not have a traditional Internet perimeter for the 
FTI-2 network.  Regardless, there may still be external connections to partners, suppliers, or 
external entities and these same IPv6 security guidance applies to these connections. 

It is our understanding from the FAA, that this network (or set of network interfaces) will not 
be exposed to the Internet. However, the author is commenting that even though this may not 
be a “traditional Internet perimeter” that these security guidelines being proposed here, 
should be followed as if this were an Internet perimeter. There are a standard set of security 
devices and capabilities that are resident at exterior network perimeters such as firewalls, 
Intrusion Detection System/Intrusion Protection System (IDS/IPS), Security Information Event 
Management (SIEM), DNS Response Policy Zone (RPZ), DNS analytics and other systems 
with cyber security capabilities. 

5.4.1 Crafted Packets 

It is still possible to forge spoofed IPv6 packets with either forged IP addresses or other 
header fields.  The outer IP header could be modified or any other header within the packet 
can be modified.  Mitigation techniques include packet filtering, Unicast RPF checks, and 
encryption/authentication.  The recommendations for filtering of spoofed packets have been 
documented in IETF BCP 38/RFC 2827.  Due to IPv6’s hierarchical addressing structure this 
may be easier than currently with IPv4.  Firewalls have the ability to filter IPv6 packets and if 
a packet from the network edge is received with an incorrect source address that packet is 
dropped. 
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FAA should use packet filters and route filters to drop all IPv6 bogus addresses at all network 
perimeters.  These addresses are types of IPv6 addresses that are unallocated, reserved, 
reserved for private use, and addresses that should not be seen during the normal course of 
communicating.  Packets using these addresses as source addresses or destination 
addresses are definitely not normal, suspect of malicious behavior, and should be dropped. 

These addresses are defined by the IETF and Internet Assigned Numbers Authority (IANA).  
Source of this information can be found in the following locations: 

 Special-Use IPv6 Addresses (RFC 5156) 

 IANA Special Purpose Address Block (RFC4773) 

 Registry Name: IANA IPv6 Special Purpose Address Registry 

 http://www.iana.org/assignments/iana-ipv6-special-registry/ 

FAA should perform Unicast Reverse Path Forwarding (Unicast RPF) filtering at the network 
perimeter and throughout the interior of the network.  Unicast RPF should be configured on 
the access networks facing the mobile subscribers to prevent those devices from sourcing 
spoofed IPv6 packets.  Unicast RPF should also be used on router interfaces that face the 
Internet.  This would prevent packets sourced on the Internet but with spoofed source 
addresses indicating that they came from within the FAA’s address space.  In other words, 
packets coming inbound from the Internet should not have internal FAA source IP addresses. 

FAA should also filter traffic from unallocated IPv6 space and filter router advertisements of 
bogus prefixes.  This filtering can be performed with ACLs, but using a Route-Arbiter 
Database (RADb) may reduce administrative burden of making frequent changes due to new 
allocations.  This list of allocated IPv6 blocks can be found on the IANA web page at the 
following links: 

http://www.iana.org/assignments/ipv6-unicast-address-assignments  

http://www.iana.org/assignments/ipv6-unicast-address-assignments/ipv6-unicast-address-assignments.xhtml  

Team Cymru also has some good documents on how to filter specific IPv6 packets at 
particular points on a network.  Their examples can be found at the following links: 

http://www.cymru.com/Bogons/ipv6.txt  

http://www.cymru.com/Bogons/v6top.html  

5.4.2 DDoS Defenses 

IPv4 uses broadcast as a method of delivering a message from one to many but IPv6 does 
not have this type of address.  Instead, IPv6 makes extensive use of multicast for one-to-
many communications.  An attacker could use multicast to send message to multiple victims, 
but in general, “smurf attacks” are more difficult with multicast and IPv6.  An attacker could 
still try to send packets to well-known multicast addresses as a means of amplifying the 
number of packets sent into many packets being forwarded across the network.   

http://www.actiac.org/
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Either IP version is susceptible to attacks that intend to make the communication systems 
inoperable.  Either IP version would be vulnerable to these same types of attacks on resource 
consumption of the network elements or the end-systems.  Filtering, anomaly detection, TCP 
throttling and SYN cookies are common mitigation techniques. 

Distributed Denial of Service (DDoS) attacks can still exist on the IPv6 Internet just like they 
exist on the IPv4 Internet.  Reconnaissance difficulties in IPv6 will make these types of 
attacks more difficult, but not impossible.  FAA network and security operations staff should 
have procedures readily available to trace back DoS flows toward the source with the help of 
other service providers.  Therefore, the FAA should document the procedures for “last-hop 
traceback” ahead of time to improve how these types of attacks can be thwarted with the 
support of your ISP peers.   

5.4.3 Tunneling Considerations 

During the transition from IPv4 to IPv6 there will be multiple transition mechanisms in use 
within any given organization.  Transition mechanisms fall into three categories: dual-stack, 
tunneling, and translation.  Each of these has their own security issues that are discussed in 
this section of the document.  One of the key IETF RFCs in this area is “IPv6 
Transition/Coexistence Security Considerations” (RFC 4942). 

Tunneling is another transition technique whereby one IP protocol version is encapsulated 
within a different IP protocol version packet.  Typically static tunnels are used to join regions 
of IPv6-capable networks that are separated by a larger IPv4 region of the network.  IPv6-
islands can be connected with a tunnel over an IPv4-ocean.  Static tunnels are established 
and stay established until they are disabled manually.  Tunneling is simple to configure using 
routers with manually-configured tunnel interfaces and IPv6 routing through the tunnel to 
reach the other side.  Tunnels are also formed when MPLS 6PE or 6VPE is used. 

Dynamic tunnels are tunnels that are created automatically based on the addressing and 
routing.  Dynamic tunnels have their tunnel endpoints dynamically determined either by 
embedding the IPv4 address within the IPv6 address of the packet destination or through 
another authoritative server.  These dynamic tunneling techniques get around the 
administrative issues with having to maintain a large number of statically configured tunnels.  
These tunneling techniques can be used when the access networks are only capable of using 
IPv4 creating islands of isolated IPv6-capable hosts or networks that are separated by IPv4-
only networks.  Three dynamic tunneling techniques that will be covered are 6to4, Teredo, 
and Intra-Site Automatic Tunnel Addressing Protocol (ISATAP). 

Each of these dynamic tunneling techniques have their own significant security issues.  
Therefore, the FAA should not consider using any of these in their FTI-2 architecture.  The 
IETF’s RFCs “Security Concerns with IP Tunneling” (RFC 6169) and “Security Implications of 
IPv6 on IPv4 Networks” (RFC 7123) provide additional guidance on tunneling security. 

5.4.4 Perimeter Defenses with IPv6 Capabilities 

http://www.actiac.org/
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Attackers on the Internet could try to attack the FAA’s network infrastructure, gain access to 
special content, or attack FAA locations and operations.  The FAA Internet perimeter should 
be well defended from IPv6 attacks coming from the Internet.  One method of preventing 
these types of attacks is to perform infrastructure filtering and disallow communications from 
the Internet to internal FAA IPv6 address space.  Connections from the Internet should be 
limited from reaching any FAA air traffic control system, and in-fact, the FTI-2 network would 
be air-gapped from the Internet.  Networked devices and FAA systems would be allowed to 
be made outbound but inbound connections could be stopped.  Unicast RPF filtering can also 
be used to help with the perimeter security. 

5.4.5 Firewalls and Policy 

The firewall shall be configured to deny all Internet services not expressly permitted.  All 
firewalls should fail to a closed state; that is, all firewalls should fail to a configuration that 
denies all services and should require intervention by a firewall administrator to re-enable 
services. 

FAA should perform filtering for all IPv6 packets that enter and leave their environment.  This 
means either employing simple ACLs or stateful packet filtering (preferred) to validate the 
packets traversing the network perimeters.  Three basic guidelines for FAA regarding 
ingress/egress filtering of IPv6 packets are: 

 Only send packets that have source IPv6 addresses within FAA’s allocated blocks. 

 Only receive packets that have a destination address within FAA’s allocated blocks. 

 Purchase only firewalls that support stateful filtering of IPv6 packets and ICMPv6 
messages and parsing the complete extension headers. 

It also bears repeating that IPv6 packet filtering is considerably simpler without the use of 
Network Address Translation (NAT).  Over time, IPv4 filtering will become increasingly 
complex as the address space gets more congested and organizations resort to using 
multiple layers of NAT. 

Additional guidelines that FAA can look toward are the IETF’s BCP 84, “Ingress Filtering for 
Multihomed Networks” (RFC 3704). 

FAA should granularly filter ICMPv6 messages at the perimeters of their networks.  Because 
it is impossible to filter all ICMPv6 messages FAA should consider selectively allowing which 
ICMPv6 messages are required at specific locations on the network.  For example, ICMPv6 is 
used for the NDP so those messages are required on an access network but those same 
ICMPv6 messages could be blocked on a WAN link. 

Another guideline we can use for IPv6 filtering is the IETF document titled 
“Recommendations for Filtering ICMPv6 Messages in Firewalls (RFC4890). 

http://www.actiac.org/
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Another valuable resource for planning IPv6 filtering policies is the National Institute for 
Standards and Technology (NIST) Special Publication 800-119 titled “Guidelines for the 
Secure Deployment of IPv6”. 

http://csrc.nist.gov/publications/nistpubs/800-119/sp800-119.pdf  

For more information on this topic, please read this blog on “NIST Gives Guidelines for 
Securing IPv6, NIST Draft of Special Publication 800-119 will help secure IPv6 ahead of 
deployment”. 

http://www.networkworld.com/article/2230466/cisco-subnet/nist-gives-guidelines-for-securing-ipv6.html  

For more information on this topic of IPv6 firewall policies, please read this blog on “The 
Future of Firewall Policies, How IPv6 will change the way we configure firewall policies”. 

http://www.networkworld.com/article/2221507/cisco-subnet/the-future-of-firewall-policies.html  

5.4.6 IPS, DPI, DLP, Application Firewalls, Content Filtering 

Intrusion prevention is a function that is required for the perimeter defenses.  In fact, some 
may argue that IPS is a more desirable function for service providers than firewalls.  
Regardless, FAA should consider having IPS systems that are IPv6-capable and FAA should 
use (IPS that can deeply inspect IPv6 packets.  This section discusses how IPS will be used 
to add to the diversity of defense for IPv6. 

There are an increasing number of vendor IPS products that support IPv6 traffic inspection.  
However, few signatures exist for IPv6 packets in most products.  There is a wide spectrum 
of what vendors’ term “IPv6 support”.  Some vendors may have only a few pre-created 
signatures that match on malformed out-of-spec IPv6 packets and some vendors look for all 
signatures regardless of IP protocol version being used.  We expect that vendors will 
increase their capabilities to perform DPI on IPv6 packets or IPv6 encapsulated packets.  The 
expectation is that the vendor landscape will continue to grow as vendors see the market 
potential for inspecting IPv6 packets as IPv6 packets become more common. 

Parsing through an IPv6 packet is a CPU-intensive operation and also requires advanced 
decode software.  The IPS must be able to navigate a non-deterministic set of extension 
headers and options.  Reading deeper into the packet is essential to determine the upper-
layer protocol information. 

If the FAA is to rely on a Data Loss Prevention (DLP) solution to help protect confidential or 
PII data from being leaked, it should work for IPv6 (or tunneled traffic).  However, today, only 
a few of the commercially available DLP solutions work with IPv6. 

Organizations should also consider how they will perform application-level filtering of IPv6 
connections.  For more information on this topic of e-mail filtering with IPv6, please read this 
blog on “Should You Allow Inbound E-mail Over IPv6?” 

http://www.networkworld.com/article/2221820/cisco-subnet/should-you-allow-inbound-e-mail-over-ipv6-.html 
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For more information on this topic of web application filtering, please read this blog on “Web 
Application Firewalls and IPv6, Does your Web Application Firewall (WAF) protect against 
IPv6 attacks?” 

http://www.networkworld.com/article/2223103/cisco-subnet/web-application-firewalls-and-ipv6.html 

5.5 IPv6 Security in the Wired and Wireless Access Networks 

This section of the document addresses the security issues related to using IPv6 in an 
access network environment. 

There are several specific policies that are required for IPv6: 

 No unauthorized access is permitted.  All network guests must follow a network 
access permission policy. 

 FAA will explicitly prohibit the spoofing of any IPv6 packet on a LAN (Router 
Advertisements (RA), NA, NS, redirect, multicast packets, and spoofed Layer 3/4 
information). 

 FAA will keep all critical server operating systems and software patched for any IPv6 
vulnerability that is publicized or recommended by the vendor. 

 FAA will proactively monitor the security posture of hosts and remediate them as 
quickly as possible 

For more information on this topic, please read this Infoblox IPv6 COE blog on “Why You 
Must Use ICMPv6 Router Advertisements (RAs)”. 

https://community.infoblox.com/t5/IPv6-Center-of-Excellence/Why-You-Must-Use-ICMPv6-Router-

Advertisements-RAs/ba-p/3416  

 

5.5.1 Reconnaissance on a LAN 

Reconnaissance is the first step in an attack and, for network attacks, finding the victim 
nodes is the first step in being able to form an attack.  In IPv4 networks the dense population 
of hosts makes it easy to find the IP hosts on a LAN.  Furthermore, the large percentage of 
allocated IPv4 public address space also makes finding IP hosts easy.  Alternatively, IPv6 
nodes are sparsely populated on a LAN and the public IPv6 address is so vast that finding a 
network by chance is unlikely.  IPv6 makes performing ping sweeps problematic because the 
IPv6 address space is too large to scan.  An IETF RFC that covers this topic is titled “IPv6 
Implications for Network Scanning” (RFC 5157). 

5.5.2 LAN Threats with ICMPv6 

The Internet Control Message Protocol version 6 (ICMPv6, RFC 4443) is an integral IPv6 
protocol, and is required for IPv6 communication.  Therefore, complete filtering of ICMPv6 
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messages cannot be done in a wholesale manner like is often done with ICMP for IPv4.  This 
is one of the key differences between IPv4 and IPv6 security. 

For a complete list of ICMPv6 message types please refer to: 

http://www.iana.org/assignments/icmpv6-parameters  

ICMP messages are used to convey error messages as well as perform functions that aid the 
end-to-end communications.  Not only is ICMPv6 used by the ping and traceroute utilities it 
has many other functions that enable IPv6 communications.  The NDP is built into the IPv6 
protocol using ICMPv6 messages.  In IPv4, the ARP was built into the protocol itself and 
didn’t rely on ICMP. 

The common attacks against the NDP include: 

 Rogue RA messages 

 DoS of hosts on the LAN with falsified NA messages or DAD attacks 

 Attempting to corrupt the neighbor cache on IPv6 nodes 

 Redirecting hosts to a different default gateway 

Often times, organizations get excited about the vulnerabilities in IPv6 NDP, but we should 
remind ourselves that these same vulnerabilities exist on IPv4 LANs with ARP.  For more 
information on this topic, please read this Infoblox IPv6 COE blog on “Holding IPv6 Neighbor 
Discovery to a Higher Standard of Security”. 

https://community.infoblox.com/t5/IPv6-Center-of-Excellence/Holding-IPv6-Neighbor-Discovery-to-a-Higher-

Standard-of-Security/ba-p/3470  

5.5.3 First-Hop Security (FHS) Measures 

IPv6 uses ICMPv6 to perform the functions that allow IPv6 hosts to communicate on a LAN.  
ICMPv6 messages are used for the NDP which performs similar functions to ARP for IPv4 
hosts.  NDP is defined in the IETF RFC titled “Neighbor Discovery for IP version 6 (IPv6)” 
(RFC 4861).  There is not inherent security build into NDP for IPv6 or ARP for IPv4. 

There are now FHS features within Ethernet switches and wireless network controllers to 
help mitigate most of the IPv6 NDP security issues.  The FAA will want to enable these 
functions on all the FTI-2 access networks to help secure the infrastructure.   

These techniques include the following FHS IPv6 security measures: 

 IPv6 Router Advertisement Guard (RFC 6105), and Implementation Advice for IPv6 
Router Advertisement Guard (RA-Guard) (RFC 7113), RA Throttler 

 IPv6 DHCPv6 Snooping, DHCPv6 Guard, DHCPv6 Shield (RFC 7610) 

 IPv6 Snooping, Binding Integrity Guard, IPv6 Destination Guard, IPv6 Source/Prefix 
Guard 

 NDP Multicast Suppression 

http://www.actiac.org/
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For more information on this topic, please read this Infoblox IPv6 COE blog on “Getting to 
Know Your Neighbors with IPv6 First Hop Security”. 

https://community.infoblox.com/t5/IPv6-Center-of-Excellence/Getting-to-Know-Your-Neighbors-with-IPv6-

First-Hop-Security/ba-p/3561  

5.5.4 Hardening Network Infrastructure Devices 

Attackers will continue to focus on the network infrastructure devices when IPv6 is added to 
the configurations of those network devices.  Attacks against the network infrastructure are 
especially important to organizations like the FAA.  Therefore, filtering at the egress points of 
the environment as well as hardening each network device is key to have diversity of defense 
and defense in depth. 

Attacks could target the network infrastructure devices that form the backbone of the FTI-2 
network services.  These would include attacks against the devices that handle the 
communications on behalf of the air traffic control centers.  These attacks could be performed 
not only against routers and switches but against provisioning, signaling, authentication 
servers.  These could lead to disruption of service to many flights and airports which is 
exactly what FAA should consider protecting against.  As previously mentioned, attacks 
against routers/switches and other infrastructure systems could be originated from mobile 
subscribers or the Internet.  The best way to limit these attacks is to filter at the perimeters of 
the core network.  Infrastructure filtering, Unicast RPF filtering, and filtering out known 
malicious IPv6 packets could help prevent these types of attacks. 

Hardening the IPv6 data network devices is a critical strategy for service providers because 
their network infrastructure is used by subscribers for transit.  Service providers’ network 
devices are intended to be reachable from the Internet and be transporting traffic for millions 
of users.  It is considered a best practice to reduce the services the routers run and harden 
their interfaces.  The security of each network device must be configured and this section of 
this document provides guidelines based on the three operational planes of these devices 
(management plane, control plane, data forwarding plane).   

5.6 IPv6 and Hosts 

The section covers how FAA will secure hosts in their environment that have IPv6 
connectivity.  FAA’s policies dictate that they will harden all IPv6 routers, servers, and end 
nodes in the environment.  This section of the document reviews the best practices for 
hardening Windows and Linux server and desktop operating systems and determines what 
impact the introduction of IPv6 will have on these policies.  This document serves as the IPv6 
stack host hardening guide for FAA. 

5.6.1 Hardening End Nodes for IPv6 

http://www.actiac.org/
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Many of the FAA systems are protected by stateful firewalls at the perimeters of the network.  
Having choke-point firewalls is only part of a diversity of defense strategy.  Another key 
method for securing the entire environment is to perform filtering on the hosts/servers 
themselves.  FAA should use host-based firewalls that are IPv6-capable on all critical 
computers.  Hosts should use an IPv6-capable anti-virus software and be defended against 
malware that used either IP protocol version. 

There are several useful guidelines for hardening IPv6-enabled hosts. 

NSA OS Guides 

https://www.nsa.gov/ia/mitigation_guidance/security_configuration_guides/operating_systems.shtml  

Enno Rey & Antonios Atlasis Host Hardening Documents 

https://www.ernw.de/download/ERNW_Hardening_IPv6_MacOS-X_v1_0.pdf  

https://www.ernw.de/download/ERNW_Guide_to_Configure_Securely_Windows_Servers_For_IPv6_v1_0.pdf  

https://www.ernw.de/download/ERNW_Guide_to_Securely_Configure_Linux_Servers_For_IPv6_v1_0.pdf  

Linux Hardening IPv6 

http://hashdump.org/wiki/linux/hardening/ipv6.html  

5.6.2 Limit Exposed Services 

When offering services on a TCP/IP network one must always consider what open TCP ports 
are able to be contacted by users or attackers.  It is considered a best practice to only allow 
the minimum set of open ports to permit the application to function properly. 

An example of how FAA can control what services are running on what ports can be 
illustrated by considering the httpd.conf configuration file contents.  The “Listen” keyword can 
be used to define the exact IPv6 address that server will listen on port 80.  This helps secure 
this service because the default httpd.conf file would have the server listening for port 80 
connections on all its IPv6 addressed interfaces. 

5.6.3 IPv6 Host Visibility 

Due to the weaknesses in the NDP it is considered a best practice on critical computers to 
periodically check the neighbor cache.   

Servers in the FAA environment might be connected to multiple networks on purpose.  
However, these servers should not be forwarding packets between these different networks 
of varying trust levels like a router would.  Therefore, FAA servers should not have IPv6 
forwarding enabled. 

All IPv6-capable operating systems have the ability to create a tunnel interface and several 
operating systems create tunnels automatically without the user’s knowledge.  When a tunnel 
interface is created any IPv6 packet can be sent through the tunnel.  Therefore, it is important 
to control the tunnel interfaces on computers.  Dynamically created tunnels (ISATAP, 6to4, 
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and Teredo) do not have any legitimate purpose within the FAA WAN.  FAA should prevent 
dynamic tunnels from forming from their own systems toward the Internet but FAA may need 
to permit dynamic tunnels from mobile subscribers to the Internet. 

5.7 IPv6 Security Management and Operations 

It is also vitally important to consider how the FAA will manage the security systems in place 
in the FTI-2 networked environment.  This section of this document covers the considerations 
for managing IPv6 security controls. 

5.7.1 Importance to Visibility to Both IP Protocols 

If the FAA FTI-2 network is to use both IPv4 and IPv6, then there needs to be visibility into 
the activity taking place using either IP version.  Protocols like Simple Network Management 
Protocol (SNMP), NetFlow/IP Flow Information Export (IPFIX), syslog, RESTful APIs, among 
others, can be used to gather information about the status of the IPv6 security systems.  The 
FAA should use traditional and modern network management systems to manage the IPv6 
networked infrastructure and systems.  The FAA should also have the ability to manage the 
security policies enforced by the filtering systems.  The FAA should also employ a security 
device management system to provide enterprise-wide security policy controls that are 
enforced on the whole of the networked infrastructure.  The FAA should also compile a 
connected device inventory of all systems using IPv4 or IPv6 or both in order to gain a full 
understanding of all the end-nodes in the environment. 

5.7.2 Security Event Management 

The FAA should be logging security event information from the various security devices in the 
environment.  Each of these elements should be sending logs of potential security issues to a 
central location.  The log messages must be time stamped and archived in such a way to 
preserve the logs use as legal evidence.  Therefore, FAA should use network and security 
management systems that are IPv6-capable.  Even though the security event information 
may use either IPv4 or IPv6 for transport the messages may contain relevant IPv6 addresses 
and IPv6-specific attacks. 

Each of the systems that are involved in handling IPv6 packets should be sending security 
event logs to a central repository and analysis/correlation system.  The logs can be sent 
using either IPv4 or IPv6 syslog UDP port 514 packets but the information must convey the 
IPv6 addresses that are involved in the event to be logged. 

The FAA should also have an IPv6-capable and enabled SIEM system.  The IPv6 SIEM 
would collect logs, be knowledgeable about IPv6 addresses, and perform root cause analysis 
on security incidents regardless of IP protocol.  The SIEM would also be able to parse IPv6 
addresses, in whatever format they may appear.  However, one problem that remains 
unsolved is how attackers could leverage a combination of IPv4 and IPv6 that evades 
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detection by the correlation functions build into a standard SIEM product.  For more 
information on this topic, please read this blog on “Using Dual Protocol for SIEMs Evasion”. 

http://www.networkworld.com/article/2224154/cisco-subnet/using-dual-protocol-for-siems-evasion.html  

5.7.3 Vulnerability Scanning 

The FAA will also need systems that help protect IPv6-enabled nodes and detect when they 
are in an insecure state.  Being proactive with software patching and OS updates, AV 
signature updates, threat intelligence data feeds, and other active defenses are essential for 
protecting IPv4 or IPv6 networks.   

The FAA should also keep up on the latest host and network device vulnerabilities related to 
IPv6.  The FAA can leverage the information on the Department of Homeland Security 
(DHS)-NIST US-Computer Emergency Readiness Team (CERT) web site: http://nvd.nist.gov/ 
or http://www.us-cert.gov/.  Then the FAA can remediate IPv6-related security issues as they 
become publicly known. 

The FAA should also have an active and regular vulnerability scanning systems that can work 
with IPv4 or IPv6.  However, most vulnerability scanning systems use brute-force scanning of 
IPv4 address space to comprehensively detect IPv4-connected hosts.  This is not an option 
for IPv6 due to the immense address space.  Therefore, the FAA should have an IPv6-
vulnerability scanning capability that does not rely on reconnaissance, but instead takes in a 
list of IPv6 addresses to scan.  This list of IPv6 addresses can be gathered from DHCPv6 
servers, first-hop routers, switches, and other end-host security and network access control 
systems. 

 

http://www.actiac.org/
http://www.networkworld.com/article/2224154/cisco-subnet/using-dual-protocol-for-siems-evasion.html


   Architecture White Paper   

 

 
American Council for Technology-Industry Advisory Council (ACT-IAC)  

3040 Williams Drive, Suite 500, Fairfax, VA 22031  
www.actiac.org ● (p) (703) 208.4800 (f) ● (703) 208.4805 

Advancing Government Through Collaboration, Education and Action Page 52 

 

6. IPv6 for the Enterprise in 2015 

6.1 IPv6  

(Note: This section is abstracted from a Cisco White Paper, with permission, entitled “IPv6 for the Enterprise in 

2015”, authored by Mr. Tim Martin, Solutions Architect – CCIE #2020. We gratefully acknowledge Tim’s 

contribution to furthering IPv6 adoption and providing IPv6 training and guidance to the ACT-IAC, Network 

and Technology CoI, IPv6 Committee. This Appendix is covered under the following copyright notice:  

© 2015 Cisco and/or its affiliates. All rights reserved. This document is Cisco Public Information.) 

Table 6-1. Representative IPv6 Statistics  

“Network Operator Measurements” May 11th 2016. 

Network ASN(s)* IPv6 Deployment 

DREN/DoD 668 100.00% 

Verizon Wireless 6167, 22394 72.21% 

Google Fiber  16591 65.04% 

AT&T 6389,7018,7132 59.03% 

T-Mobile USA 21928 48.99% 

Comcast Numerous 45.72% 

Swisscom 3303, 6837 43.64% 

British Sky Broadcasting 5607 42.60% 

Deutsche Telekom AG 3320 29.33% 

Time Warner Cable Various 26.60% 

Sprint Wireless 3651 23.30% 

* Autonomous System Number – the unique Network ID assigned by cognizant Regional Internet Registry (RIR)  

6.1.1 NANOG – North American Network Operators Group 

The group that controls manages and runs the Internet, as we know it, is NANOG, the service 
providers and other members of the North American Network Operators Group. NANOG’s 
primary mission is a stable and secure Internet and to fulfill this mission they publish 
Networking Best Practices, they setup (BGP route) Peering relationships and provide 
services under contract to their customers and each other. There are major Internet peering 
points around the world that are located at major intersections of telecommunications 
facilities referred to as PoPs. These Peering points are where Tier 1 (large carriers, ISPs and 
enterprises) swap both IP traffic and route information. Tier 1 provider’s aggregate traffic from 
smaller Tier 2 and 3 carriers and enterprises and publish these major routes to the entire 
Internet. 

6.1.2 Route Prefixes, Route Table Size and TCAM Memory limitations 

With the exhaustion of larger blocks of IPv4 space, American Registry for Internet Numbers  
(ARIN) and other RIRs have had to go to micro allocations or blocks of IPv4 space smaller 
than the traditional /19 (8k addresses) and /20 and now smaller than /24s (256 addresses). 
With the growing popularity of IPv4 block exchanges, customers want their ISPs and 
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upstream service providers to route non-standard block sizes from non-aggregatable IP 
blocks since the customer did not get the block from those same upstream provider. The 
current IPv4 Internet has around 500 k route prefixes (the upper most bits of an IP address 
that define the network’s address) which is the maximum size of T-CAM memory in older 
peering point routers. Newer peering point routers have expanded to 1 M route entries which 
can only handle the IPv4 micro allocation prefixes allowing only 250 k more entries which 
would only leave 250 k IPv6 entries to round out the million. A number of NANOG 
organizations want to maintain the /20 route prefix size which means that customers with 
micro allocations from either an RIR or an IPv4 exchange will not see complete Internet 
coverage of their IP traffic. 

6.1.3 Tier 1 carriers and legacy IPv4 traffic 

Currently upper Tier carriers at major Internet peering points have to support infrastructure for 
both native IPv4 as well as native IPv6 traffic. (Note: Native IPv6 or IPv4 packet traffic 
denotes the path of the packet does not contain any tunnels or translation steps in the path. 
Native IPv6 traffic can coexist with Native IPv4 traffic the same as multi-protocol traffic was 
the norm before IP took over as best of breed.) For a number of years, IPv6 traffic was 
tunneled over IPv4 and IPv4 tunneling over IPv6 has been proposed by several major Tier 1 
providers in the 2018-2020 timeframe. With fixed frame IPv6 headers, anycast or directed 
multi-cast allows much more efficient streaming of video, large dataset movements, and 
mobile v6 can more efficiently handle the traffic from 10s of billions of mobile (Internet of 
Things - IoT) devices. 

a. What will the marketplace look like with respect to IPv4 vs. IPv6 in the 2020-2025 
timeframe? 

The preceding four sections are to give a loose foundation for the following suppositions from 
the team. ISP, carriers and equipment vendors are in business to make money and if the 
customer is willing to pay, the market will provide the service. In the current Internet, 
customer experience on the vendor’s web site is key to closing business and the vendor 
whose web site are the most responsive will capture the customers and more and more data 
is illustrating those web sites are IPv6 attached.  Ever larger numbers of consumers are IPv6 
attached mobile customers. The acceleration in the increase of IPv6 adoption has been 
growing since mid-2015 and is continuing to grow at a rapid rate so that by 2020 we feel that 
IPv6 will be over 80-90% of the Internet traffic and shrinking islands of IPv4 will continue for 
another ten years. The last analog stepper switch in the US PSTN was finally 
decommissioned about five years ago. 

In 2016 routing, switching, transport, security and consumer device vendors are on their 
second and third generation of IPv6 devices with approaching functional parity for key 
features for both protocols. IPv6 protocols and the accompanying hardware are more efficient 
switching/routing and more straightforward to secure. By 2020 the equipment vendors will 
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have produced two more generations of IPv6 devices and protocol refinements, while the 
IPv4 protocol is being relegated to major security patches only. 

By 2020 IPv4 will be about fifty (50) years old, at least ten years older than a number of the 
members of Congress that will be asked to fund the “state of the art” network for life safety 
and the flying public.  

b. Will the FAA have the option to stick with IPv4 or will industry support for it no longer exist? 
For example, the paper describes how Facebook has gone to IPv6-only infrastructure. Will 
there even be infrastructure in 2025 that supports IPv4? 

The short answer is no. We feel that by 2025 a majority of the IPv4 only infrastructure will be 
retired and the rest, when it breaks will be retired. We do not see any additional maintenance 
or refresh dollars spent on the IPv4 elements of the network. 

In the lead authors opinion and prognostication, (not based on non-public information) that 
Continental United States (CONUS) wide support for native IPv4 traffic will be waning in 2020 
and the footprint would be greatly reduced by 2025. In the next two to three years all of the 
wireless carriers will be fully IPv6 compliant and we see in early 2020-2022 that wireline will 
also have virtually 100% compliance.  

c. What does the FAA need to do to migrate from IPv4 to IPv6? Do applications have to 
change or can the network make the migration transparent to the FAA’s end user systems? 

First there is an FAA and a Department of Transportation IPv6 Transition Manager who is the 
primary point of contact for IPv6 adoption activities within the Agency. They are members of 
the Federal IPv6 Task Force and they have access to a variety of transition and IPv6 
adoption resources including “Planning Guide/Roadmap Toward IPv6 Adoption within the 
U.S. Government” published by the CIO of the United States, IPv6 adoption FAQs, Webinars 
and other Agency and vendor information available to Fedv6 Task Force members.  

Applications can include COTS, Commercial or Government custom developed and if the 
applications conform to best practices and have kept the network layers isolated from the 
applications logic than transition can be straightforward. If MAC addresses, Digital Equipment 
Corporation Network (DECnet), SNA or IP addresses are embedded in the code than certain 
parts of the application will be have to be rewritten or abandon. There have been cases in the 
last two to three years where the COTS vendors have not continued to support their code so 
the applications have been replaced with other vendors conforming applications. 

Some IPv6 adoption steps include: 

1. Inventory of existing network equipment, servers and end user devices connected to 
the network as well as telecom and datacomm services. 

2. Identify which use cases apply to FAA networks and develop a series of technical 
requirements in an SDOC (Supplier’s Declaration of Conformance) format for 
equipment and service testing and validation.  
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3. Ascertain what devices and services are IPv6 capable and meet the SDOC 
requirements; what devices or services do not support IPv6 and will either be end of 
life or replaced; and what parts of the network will be end of life and not need to be 
IPv6 capable or compliant? 

4. Develop both Capital Planning and Investment Control (CPIC) budget estimates to 
replace non-conforming devices and services and a realistic project plan to replace the 
non-conforming devices and turn up IPv6 services. 

5. FAA can contact other Agencies to get lessons learned and advice as to how other 
Agencies have addresses adoption and they include: National Library of 
Medicine/National Institute of Health (NIH)/Health and Human Services (HHS) that has 
been fully dual stacked for several years and generates over 10 Gbytes of IPv6 traffic 
daily across the IPv6 Internet. DoD/DREN which has been dual stacked for over ten 
years and has now gone to IPv6 only, in a majority of their network. Internal Revenue 
Service (IRS) is a major agency that has met both 2012 and 2014 objectives and has 
had a significant increase in consumer to IRS traffic over IPv6. 

For hyper availability and extremely time critical networks whether to dual stack them or run 
IPv6 only are options to explore, design and test especially multi segment and larger scale 
trials to see how aggregate links and entire networks behave. Networks can be divided into 
subnetworks that are IPv4 or IPv6 only or routers can segregate IPv4 traffic on one or more 
links while IPv6 traffic can be routed to other links and backbone routers. Some Agencies and 
commercial companies have implemented an IPv6 overlay so that IPv6 traffic is siphoned off 
onto another Virtual Routing and Forwarding (VRF) or MPLS overlay. In our experience time 
sensitive traffic should be engineered into very specific paired circuits and switching or 
routing devices where packets with like sizes of MTU utilize the same paths to avoid 
excessive jitter in the traffic.  

6.1.4 FAA Question 5 IPv4 Depletion 

Additional detail has been provided to the authors that indicate the OPIP is an IPv4 based 
embedded operations channel that does not interconnect to any other network. As long as 
the OPIP network is not interconnected (bridged or routed) to any other IP network the 
number of IPv4 address available for the OPIP should not be an issue. (Note: it would be 
suggested that the OPIP network use RFC1918 address space for its nodes and then even if 
it is accidentally connected to an external network the address block will be dropped on not 
routed on the external network.) The issue for the FAA is the end of life support for the 
network equipment and the IPv4 based OPIP network components. If it is the intent of the 
FAA to refresh or replace the network devices managed by the OPIP, should the OPIP 
network itself be refreshed or replaced at the same time. 

6.1.5 FAA Question 6 Carrier-Grade NAT and Address Sharing 

Web sites can host legitimate or nefarious information and programs and reputation is used 
as a measure of whether that IP address or domain name contains good or bad actor or 
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information. Cybersecurity companies will monitor the Internet and detect malware in 
programs that are being downloaded from web sites and those IP addresses and associated 
domains will be listed as bad actors. Firewalls and other protection devices will block 
communications to those sites in addition DNS servers using their Fully Qualified Domain 
Names (FQDN) in an RPZ feed will block resolutions to those web sites. Carrier Grade NAT 
equipment uses one IP address with port sharing to support thousands of end user devices 
(IP addresses) which will all be identified as bad actors and access to the entire group of 
addresses will be blocked.  

IPv6 for the Enterprise in 2015 

Over 83 percent of the world’s population no longer has access to the legacy variant of the 
commodity we have become familiar with as a “public Internet address.” 

Put another way, in North America, Latin America, Asia, and Europe, the IPv4 address pool is 
already entirely depleted. 

IPv6 is the single answer to this issue, and it needs to be adopted globally across all parts of 
the Internet ecosystem. Global service providers and mobile operators are already adopting 
IPv6 in order to keep the Internet growing. IPv6 is allowing them to continue to grow their 
businesses and deliver the services that all of today’s e- commerce is based on. 

The threat to an enterprise with no IPv6 adoption plan grows daily. Such risks include 
reduced accessibility and performance of their online presence for a rapidly increasing 
number of newly connected Internet users. 

Any organization that has already adopted IPv6 is already avoiding such risks while 
simultaneously realizing additional benefits, including operational efficiencies, improved 
security practices, and less reliance on complex address translations with their associated 
application-specific translation algorithms. Additional benefits include increasing network 
readiness for applications leveraging IPv6 as well as the preservation of business agility. 

In this paper we discuss the main technology considerations that any enterprise adopting 
IPv6 needs to consider. 

Introduction 

The world has effectively run out of the legacy “lifeblood commodity” of the Internet: IP 
addresses. IPv4 provided enough space for around 4 billion endpoints. This protocol has 
seen us through the first phase in the emergence of our connected world, but now, with the 
prolific growth in mobile handsets and tablets and as we enter the era of the Internet of 
Everything, we find ourselves moving to a new address paradigm. To see the current number 
of IPv4 addresses left in North America (if any), go to 

 https://www.arin.net/resources/request/ipv4_countdown.html#note. 

In 2015, enterprises should already have assessed their position toward IPv6 adoption, 
understood its challenges and opportunities, and drafted their own requirements and plans 
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accordingly. Indeed, many enterprises have already determined that IPv6 is a much better 
networking tool than its predecessor, and it offers much greater capabilities for future 
technologies developed for networking platforms (Figure 6-2). IPv6 enables the enterprise 
and the global Internet to keep growing in a secure and open manner, and to scale toward 
the demand of new applications and, literally, billions of connected devices, while 
streamlining operations and provisioning. Enterprises deploying IPv6-enabled services are in 
a better position to capture the market changes, be more competitive, increase their growth 
potential, and provide for improved business continuity. 

 
Figure 6-2. What’s Driving IPv6 Adoption? 

The purpose of this white paper is to provide guidance on how IPv6 should be included in 
enterprise network design, planning, and operations. The intended audience includes 
enterprise network administrators and architects. The document explores common segments 
of the enterprise network and in each case evaluates why, where, and how IPv6 needs to be 
considered and deployed. 

The stated direction of the global Internet community is IPv6, and there is no alternative plan at this time. 

Why (and Why Now)? 

From the moment the Internet began, there was an immediate desire to connect more and 
more devices. The community recognized very early on that the address structure would not 
scale well into the future. In the early 1990s, the industry developed techniques such as NAT, 
private address space (RFC 1918), and classless interdomain routing (CIDR) to stem the tide 
of address consumption. In parallel, we began developing the next-generation Internet 
address scheme: IPv6. 
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Since 2012, we have reached a tipping point in that the legacy address system (IPv4) can no 
longer sustain expected growth. Although many enterprises may still have sufficient address 
space (public or private) to manage their intranet needs for the coming few years, the time 
that may be needed to transition to IPv6 demands that administrators and managers consider 
the issues today. Enterprises may need to act now to ensure sufficient connectivity and 
maintain business continuity. 

Depletion 

The industry has effectively run out of the IPv4 addresses used to number devices on the 
Internet. The “free pool” held by the Internet Assigned Numbers Authority (IANA) was 
depleted in February 2011. IANA has no more IPv4 address space to distribute to the 
Regional Internet Registries (RIRs). Each RIR’s free pool has also effectively already run out. 
Figure 6-3 shows the predicted depletion of IPv4 addresses. 

 
Figure 6-3. RIR IPv4 Address Depletion. 

The Internet will continue to function as it does today, but public IPv4 addresses are scarce, 
available only when they have been recovered from previous use. There will soon be 
increasing numbers of IPv6-only connected users on the global Internet, in addition to sharing 
the remaining IPv4 addresses through the use of NAT. It has been found that NAT breaks 
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several applications, including voice over IP, and complicates the security of Internet services 
(notably by increasing the difficulty of tracing users and mitigating DoS attacks). 

Providing a native, non-translated connection experience will need to be a top priority for 
those who wish to attract and connect with the entire Internet community. 

Enterprises were used to getting IPv4 addresses for free (usually included in the Internet 
connection fee and a relatively small component of the overall cost - less than US$1 in many 
cases). As IPv4 addresses have become scarce, just as for any other scarce commodity, a 
growing “broker market” for IPv4 addresses has emerged. This market allows one 
organization to transfer its IPv4 addresses to another, and prices are already trending higher 
for these reclaimed addresses. IPv4 addresses are also expected to range from $8 to $12 
per address. Enterprises with surplus IPv4 addresses (for example, after an acquisition or 
due to internal renumbering) may be able to derive revenue from these excess addresses at 
the expense of operational issues for the buyer. See, for example, 
http://research.dyn.com/2015/04/IPv4-address-market-takes-off/. 

Mandates, Regulation, and Leadership 

Several national governments offer incentives or guidance for both their Internet presence 
and their constituent usage of IPv6. While not exhaustive, the list includes the United States, 
China, Brazil, India, Portugal, and others. We expect to see these practices rise as nations 
realize the potential of the Internet and its ability to provide a global marketplace. 

Bring Your Own Device 

An enterprise may want to offer bring-your-own-device (BYOD) access for its employees. 
Indeed over 70 percent of enterprises have developed a formal plan or rollout of BYOD. Many 
of these devices will have IPv6 enabled by default. The enterprise should account for this fact 
in its BYOD strategy. 

Internet of Everything 

Many enterprises are currently also experiencing the IoT, the networked connection of 
physical objects. As “things” add capabilities such as context awareness, increased 
processing power, and energy independence, and as more people and new types of 
information are connected, the IoT becomes an Internet of Everything (IoE). Value will accrue 
to those who best foster, embody, and exploit network effects. 

The confluence of people, processes, data, and things, known as IoE, is helping to increase 
asset utilization, improve productivity, create efficiencies in the supply chain, enhance the 
customer experience, and foster innovation. Many new applications and devices, such as 
Internet-enabled wireless devices, home and industrial machine-to-machine (M2M) 
appliances, Internet-connected transportation, integrated telephony services, sensor 
networks such as RFID, smart grids, cloud computing, and gaming, will be designed for and 
enabled by IPv6 networks. There is a large projected uptake in sensor networks using IPv6 
over low-power wireless personal area networks (6LoWPAN) and M2M communications as 
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well as the IoT, which uses IPv6-only. IPv6 Routing Protocol for Low-Power and Lossy 
Networks (RPL), which runs over IPv6-only, is the only routing protocol available to support 
IoT networks of smart objects. The only way to truly scale IoE is through proper IPv6 
addressing and allocation. 

Service Provider Strategies 

Service providers and network operators are faced with important decisions regarding which 
IPv6 transition technologies to use and when and where to implement them in their network. 
They were among the first to experience address depletion. Imagine the mobile provider that 
wants to empower its subscribers with offerings such as peer-to-peer applications. If the 
mobile operator’s subscriber base is larger than the private address pool, it will be faced with 
challenges similar to those described earlier. (1:1 NAT is not an option if address depletion is 
an issue; you still need a public address for every consumer.) This will have serious effects 
on operators’ ability to roll out new service offerings and their overall operations cost. 

Any ISP wishing to continue to grow its revenue stream by increasing its customer base will 
have to find a way to add new Internet users. Migration to IPv6 meets this need. For many 
providers, the equipment they have purchased over the past depreciation cycle supports 
IPv6, and the operational changes required for adoption will allow for new application 
development and can also reduce operational expenses. 

As providers enable IPv6 in their infrastructures, the impact on enterprises will increasingly 
be to encourage IPv6 adoption, both on the edge of and inside their network. After all, any 
enterprise using the Internet for its business will be affected by any change to the Internet. 

Carrier-Grade NAT and Address Sharing 

Carrier-grade NAT (CGN) (often referred to as large-scale NAT, or LSN) defines a sustaining 
technique more than a specific device. It enables the reuse (or overuse) of public IPv4 
address space. Although it may seem like a good way to solve the address depletion 
problem, it comes with a number of issues that ultimately lead to higher capital expenditures 
(such as the memory and processing power of middle devices) and increased operational 
expense for those operators desiring to offer innovative services and new applications. Fixed 
wire-line operators can expect to save up to 69 percent over five years by using IPv6 for new 
subscribers instead of relying on private IPv4 space and CGN 
(http://www.cisco.com/c/dam/en/us/solutions/collateral/ios-nx-os-software/enterprise-ipv6- 
solution/idc_ipv6_economics.pdf).This trend has similar statistics in mobile networks. What 
this means for the enterprise is that most home and mobile consumers will be given a native 
IPv6 address and a shared IPv4 address and will better experience their website offerings 
over IPv6. 

By using CGN, a typical ISP shares one public IPv4 address among dozens (or even 
hundreds) of its customers (Figure 6-4). As the ISP grows its subscriber base, it must also 
dilute the “ownership” of its public IPv4 space. IPv4 reputation can therefore also become a 
shared characteristic, and the specific reputation of an address (or block of addresses) may 
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prevent a potential enterprise customer from reaching the enterprise for a business 
transaction. It can be expected that more countries will enforce limits on the sharing ratio for 
security reasons (as Belgium has done), which in turn increases the usefulness and need for 
enterprises to move to IPv6. Additionally, IP addresses are less able to provide reliable 
geographic information with CGNs in play. 

 
Figure 6-4. Using Carrier-Grade NAT to Share an IPv4 Address 

Address Family Translations (NAT64) 

Since ISPs cannot simply flip a switch and provide only IPv6 overnight to all of their 
subscribers, they will inevitably be offering both IPv6 and IPv4 addresses for some time to 
come. This implies that for some period of time, translation devices will be needed between 
address families, since the protocols are not interoperable. ISPs will eventually need to offer 
translation to IPv6 to cater to their growing numbers of IPv6-only users. 

Transition Technologies: MAP, 6rd, 464XLAT 

Today, operators can consider multiple approaches to deal with IPv6 deployment, including 
native dual-stack deployments, IPv6 Rapid Deployment (6rd), Mapping of Address and Port 
(MAP), and Provider/Customer Side Address Translator (464XLAT). 

Each of these approaches offers different considerations from the operator standpoint: 

 Native Dual-Stack Infrastructure — the provider enables an IPv6 and IPv4 stack 
throughout its infrastructure. 

 6rd — the provider enables dual-stack on the CPE and in its core but retains an IPv4 
edge or access infrastructure. IPv6 is effectively tunneled over the IPv4 access 
network. 

 MAP — the provider enables dual-stack on the CPE but disables IPv4 in the edge. 
MAP algorithms allow the sharing of IPv4 addresses among residential subscribers 
without needing a centralized stateful LSN. 

 464XLAT — the provider runs IPv6-only in its infrastructure but, using host-based 
shim code, offers a dual- stack interface to applications without needing to turn on 
IPv4 anywhere. 
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Enterprise Design Considerations 

IPv6 in the enterprise is inevitable. In fact, since IPv6 is enabled by default today on all user 
devices, it is probably already running in portions of the enterprise, even if the networking and 
security departments are unaware of its presence. Planning and developing an IPv6 strategy 
will involve multiple phases and should include the creation of a cross-functional team of IT 
professionals, technical business owners, and an assigned project manager. The team 
should meet regularly to discuss the progress and address any outstanding issues. Training 
and education are critical factors toward success. Among the first steps are: 

 Determining an architectural approach 

 Developing an execution strategy 

 Assessing existing IT components for IPv6 readiness 

Of particular note is the fact that regardless of an organization’s IPv6 preference, its customer 
base is currently deploying it. As consumers and customers adopt IPv6, organizations will 
need to ensure that their own technology assets align with how their customers prefer to do 
business. As the shift to online shopping has already shown, customers will continue to buy 
from companies that do business on their terms. Meeting the needs of your customer base 
(many of whom already have an IPv6-connected device) should be an imperative for all 
organizations. 

Assessment 

An enterprise needs to assess its network, applications, hosts, and critical infrastructure to 
determine its IPv6 readiness and identify challenges that might occur during the transition. 
This step will provide insight and visibility, enabling the team to proactively manage and 
budget resources with timelines for later testing, trialing, and deployment phases. Most 
current hardware and software are already IPv6 ready. What is most important is for the 
enterprise to ensure that all new procurements undertaken automatically require IPv6 
support. In this regard, an extremely helpful baseline has been created (Requirements for 
IPv6 in ICT Equipment—RIPE 554) and Cisco recommends its use. 

Address Planning 

An enterprise will next need to determine what type of IPv6 address space to use, where it 
will get it from, and how much it will need. A smaller enterprise with a single ISP may opt to 
use IPv6 address space allocated from its provider (this is known as provider aggregatable, 
or PA, and is typically given at no extra cost), as for IPv4. For much larger enterprises 
(typically multihomed to multiple providers) PA space will not be practical. They need to apply 
directly to their Regional Internet Registry (RIR) for what is known as a provider-
independent (PI) allocation. This type of allocation comes with an annual operational cost 
and should be routable across multiple providers, as is the case with most existing legacy 
address allocations. 
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Unique Local Addressing 

IPv6 has a concept vaguely related to IPv4 private addressing (RFC 1918), known as 
unique local addressing (ULA). A specific prefix (FC00:/7) has been set aside for private 
internal use within an administrative domain. Use of this space has numerous documented 
side effects and is generally recommended only for use in networks that will never need a 
direct, end-to-end connection with a device outside the company’s network. 

One of the key challenges of IPv4 private addresses has been mostly mitigated with IPv6 
ULA: the particular issue of uniqueness. With IPv4 all companies shared a limited amount of 
private space, and it was not uncommon for two merging companies to have overlapping 
address space. 

However, using ULA would require careful consideration of application proxies, translation 
devices, merger strategies, application layer gateways, and new application development. As 
with RFC 1918, there are no magic properties of ULA that guarantee complete isolation of the 
Internet. In other words, ACLs and routing must be explicitly used to provide isolation. 

How Many? 

One difference between IPv6 and IPv4 is that, as deployed today, IPv4 uses a variable 
subnet mask that is based on the maximum number of expected hosts on a subnet. For 
example, if a network is to support 250 hosts, a subnet mask of at least/24 would be used for 
IPv4. The address allocation (from a service provider) is therefore based on the aggregate 
number of hosts expected across a network. 

IPv6 uses a fixed prefix length of /64 on broadcast media such as Ethernet and Wi-Fi. The 
most significant 64 bits are used for routing, and the least significant 64 bits are used for the 
node identification. With the prefix length fixed, the number of deployed hosts in a network 
becomes irrelevant. Hence the allocation from a service provider would be based roughly on 
the total number of expected networks within an enterprise. 

The common rule for a service provider is to allocate a/48 to enterprises, leaving 16 bits to 
the enterprise for enumerating all of the/64 networks (several enterprises simply use the 
VLAN ID to fill those 16 bits). This gives the typical enterprise 65,536 subnets (which for the 
vast majority should be more than enough). Only very large multisite, multibuilding 
enterprises may need to request a larger address block from their service provider or RIR. 

Dual-Stack 

Most enterprises will initially prefer the dual-stack model. All users, applications, and network 
equipment will be given address space from both the legacy protocol and the IPv6 protocol. It 
is then up to the user’s device to select which protocol version to use. Most common 
operating systems prefer IPv6 when a functional path is available. 

The operating systems have specific checks in place to ensure quick and reliable 
connections when operating in dual-stack mode, based on RFC 6555 “Happy Eyeballs” 
(Figure 6-5). This specification tries to ensure that (where it is reliably available) IPv6 is 
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usually preferred over IPv4. Simply stated, parallel DNS queries are launched for IPv4 and 
IPv6 addresses for any website, and the first response back is preferred. RFC 6555 works 
with a slight bias toward IPv6 by giving the AAAA query a slight head start over the query for 
the legacy protocol address. 

It is important to note that the dual-stack model will not be sustainable in the future when we 
have completely exhausted the available IPv4 space. 

 
Figure 6-5. RFC 6555, “Happy Eyeballs” 

IPv6-only 

IPv6-only is the end goal of transitioning to IPv6. There have been numerous recent 
examples of large entities migrating to IPv6-only after dual-stack transitions. Typical 
motivations are to avoid costs of translation equipment, reduce the cost of running a dual-
stack infrastructure, reduce the attack surface to only one protocol, and simplify 
troubleshooting. Facebook is an example. It has deployed an IPv6-only infrastructure within 
its data center. The public-facing side of its Internet presence/WAN edge still presents a dual-
stack interface to the global Internet, but it has completely removed IPv4 from the internal 
data center infrastructure. 

Tunneling (Not VPNs and MPLS) 

In 2015, native or dual-stack IPv6 deployment is possible and should be used for security and 
performance reasons. Tunnels should in general be avoided at all costs. (Note: MPLS and 
other VPN technologies are not included as this section is discussing very specific point to 
point IPv6 bearer tunnels. 

Enterprise Network Segments 

The typical enterprise network has been built on a three-layer model, defining access, 
distribution, and core as those layers, integrating the Internet edge, and providing maximum 
scalability. Smaller enterprises may have collapsed the core and distribution layers and 
combined that with the access layer. The adoption of IPv6 does not change those models 
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and should be planned for in a similar fashion. We discuss the key segments of the overall 
network architecture later. 

Building an IPv6 Internet Presence 

An enterprise Internet presence usually consists of the services the enterprise offers to its 
partners, customers, and the Internet community: web servers, email, remote access VPN, 
and DNS. Enabling IPv6 on those services makes the enterprise present on both the IPv4 
and IPv6 Internet. Certain operational support systems and network operations procedures 
must also become IPv6 aware. 

Web 

In order to get an IPv6 web presence, it is usually enough to implement IPv6 on the front end 
of all web servers. There is no immediate need to upgrade any back-end database or back-
end server, as those servers are never accessed directly from the Internet. There are multiple 
ways of adding IPv6 connectivity to a web server farm. A few of these methods use address 
family translation (AFT): 

 Adding Native IPv6 to Existing Web Servers — Configure IPv6 on the web server 
itself. Most modern web servers have supported IPv6 for several years. This is the 
clean and efficient way to do it. Some applications or scripts running on the web 
servers may need some code changes, particularly if they use, manipulate, or store 
remote IP addresses of their clients. 

 Adding a Set of Standalone Native IPv6 Web Servers — configure standalone web 
servers separately from your IPv4 infrastructure. This approach has the benefit of 
reducing dependencies on other components, perhaps even allowing selection of 
different hosting providers for IPv4 and IPv6. 

 Server Load Balancers (SLB) — Load balancers are able to have clients connecting 
over IPv6 while the physical servers still run IPv4. They do this by translating back and 
forth between the two address families (IPv4 and IPv6). This is probably the easiest 
way to add IPv6 to the web servers. Without a specific configuration, some information 
is lost in the web servers’ logs because all IPv6 clients will appear as a single IPv4 
address. However, with RFC 7239i, a Forwarded: header can be injected by the load 
balancer and the originating client IPv6 address can be identified (Figure 6-6). 

 
Figure 6-6. Forwarded HTTP Header 

 Reverse Web Proxies — if reverse proxies are used (for example, to enforce some 
security policies), they similarly can be used to perform Address Family Translation 
(AFT), with the same caveat as for load balancers. 
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 Network Address Translation (NAT64) — The IETF has specified AFT to be done in 
network devices when the connection is initiated from an IPv6-only host to an IPv4-
only server. The specification includes both stateful and stateless translation methods. 
An enterprise may desire to use stateless NAT64 in front of an IPv4 web farm, where 
the clients connect from native IPv6. 

 Enabling IPv6 via CDN — Nowadays, an increasing number of content delivery 
networks (CDNs) provide an IPv6 proxy for the enterprise on their public-facing web 
presence. For example, Akamai and Cloudflare both support IPv6 in their 
infrastructures today. Any customer of these CDN services can request dual-stack 
delivery of their content, and by proxy they become IPv6 reachable over the Internet. 

Figure 6-7 illustrates some of these translation techniques. 

 
 

Figure 6-7. Examples of Translation Techniques. 

VPN 

VPN connections are one of a number of applications that are known to have challenges with 
traversing CGNAT environments. VPN remote access and site to site works today with IPv6 
natively. Both IP Security (IPsec) and SSL VPNs work well today and can transport both IPv4 
and IPv6 connections over IPv4 or IPv6. Over the long term, enabling IPv6 at the head end 
will make it easier for IPv6-only clients to connect. 

DNS 

DNS is a critical piece of any Internet presence, as it is used to announce the IP addresses of 
the web and email servers. There are two steps to fully support IPv6 on a DNS server: 

 IPv6 Information in the DNS Zones — Adding the IPv6 addresses of all public 
servers in the DNS database involves simply adding specific resource records (RRs) 
with the IPv6 address (those records are called AAAA). To facilitate debugging and 
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operation, it is also advisable to add the reverse mapping of IPv6 addresses to 
FQDNs. For dual-stack servers, there are two RRs per FQDN: one IPv4 address (type 
A) and one IPv6 address (type AAAA) (Figure 6-8). 

 IPv6 Transport of DNS Information — The DNS server accepts DNS requests over 
IPv6 and replies over IPv6. It’s more common to have a dual-stack DNS server 
accepting requests and replies over IPv4 and IPv6. 

These two steps are independent. In order to have an Internet IPv6 presence, only the first 
step is required; that is, the enterprise must publish the IPv6 addresses of all its Internet 
servers in its DNS zone information. All major DNS server implementations (including Cisco 
Prime™ Network Registrar, ISC BIND, and Microsoft DNS Server) have supported IPv6 for 
several years. This step does not need IPv6 connectivity to the DNS servers. 

 
 

Figure 6-8. IPv6 and DNS. 

NAT 

As IPv6 has no shortage of address space, there is no reason to deploy NAT for IPv6. The 
eventual removal of NAT represents a simplification, not just to an enterprise’s network 
design, but also to application designs. The dubious security value of IPv4 NAT is easily 
replaced by any stateful firewall solution for IPv6 (which can, of course, be complemented by 
other security techniques such as IPS). For this reason, IPv6/IPv6 NAT has not been 
specified by the IETF. 

NAT also breaks the end-to-end connectivity model and either breaks or complicates 
application deployment. This mostly applies to applications that embed IP address semantics 
inside the application payload, which requires the NAT gateways to implement Application 
Layer Gateways (ALG). Another commonly cited reason is host mobility and how connectivity 
works for device roaming between the inside and outside of network domains. Therefore, the 
eventual removal of NAT represents a simplification not just to an enterprise’s network design 
but also to its application designs. Audits are also more complex with NAT, as all NAT logs 
must be kept. 

IPv6/IPv4 NAT (NAT64, which is a specific AFT technique) does have applications today. 
NAT64 is a technology that facilitates communications between IPv6-only and IPv4-only 
hosts and networks. This solution allows enterprises to accelerate IPv6 adoption and also 
helps with IPv4 address depletion at the same time. While NAT64 supports several 
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translation scenarios, stateless NAT64 (RFC 6145) and stateful NAT64 (RFC 6146) are the 
two most common use cases: 

 Stateless NAT64 — Maps IPv6 addresses to IPv4 addresses and vice versa without 
maintaining any bindings or session state. It supports both IPv6-initiated and IPv4-
intiatied communications (1-to-1 translation). 

 Stateful NAT64 — Similar to stateless NAT64 except that it creates or modifies 
bindings/session state while performing translation. It supports both IPv6-initiated and 
IPv4-initiated communications with static or manual mappings (1-to-N translation). 

It must be noted that NAT64 suffers from the same operational and security issues as NAT. 

Multihoming 

Multihoming on the Internet edge of an enterprise network refers to having redundant reliable 
paths through one or more ISPs. The criticality of application uptime serving Internet content 
and e-commerce has typically facilitated the enterprise requirement for multi-path and/or 
multi-provider deployments. Larger enterprise environments typically solve problems such as 
asymmetric routing and prefix advertisement with a combination of NAT and BGP peering. 

When deploying IPv6 for those environments, medium-sized 
enterprises using multiprovider designs can benefit from a 
recent technology: RFC 6296 Network Prefix Translation 
(NPTv6), a stateless prefix-swapping technology operating 
on the network topology portion of an IPv6 address while still 
allowing inbound access (Figure 6-9). 

Another technology that not only solves multihoming but also 
more effectively load-balances traffic across multiple service 
provider links is Locator/ID Separation Protocol (LISP). LISP 
is a very powerful set of services and tools that reduces the 
operational burden of tuning BGP for load balancing and 
provides an extra layer of resilience at the Internet layer. 

Waiting in the wings (and with a promise of far more options 
in future) is Source Address Dependent Routing for IPv6 
(SADR): https://tools.ietf.org/html/draft-troan-homenet-sadr-
00. 

The approach here will allow an application/host to select the next hop from multiple options 
by virtue of the fact that the host itself will have multiple global addresses and prefixes 
allocated, and selection of the correct source address will in turn determine the correct 
upstream egress route. 

Email 

The sending and receiving of email messages over the Internet occurs through Simple Mail 
Transfer Protocol (SMTP) over TCP. Most popular mail transfer agents (MTAs) are fully 

 

Figure 6-9.  NPTv6 and 
Multihoming 
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capable of using IPv6. Email reputation also supports IPv6, and Google Gmail is IPv6 
enabled. 

Enterprise Data Center 

The enterprise data center is defined as the different data centers of an enterprise that are 
located within the enterprise network and managed by the enterprise. It contains all the 
servers, applications, and data storage accessed by Internet users, partners, and internal 
users. The different user types (external vs. internal) and data served are logically isolated, 
although they are often physically collocated. We have already addressed the external 
connectivity in the “Building an IPv6 Internet Presence” section. The section that follows 
discusses internal access to the data center and the applications or services an enterprise 
provides to its internal employees. 

The steps to enable an IPv6-only data center may include: 

 IPv4-only: No translation, load balancers inline, services firewalled 

 Dual-stack front end: Translation on the front end (hard to move forward, may work 
with NAT) 

 Dual-stack servers: Current recommended approach (requires dual everything - policy, 
quality of service, security) 

 IPv6-only data center: Stateless translation for internal users (reduces operating cost, 
enables quicker innovation) 

The type of IPv4 address space used in the data center is another consideration. For the 
enterprise data center using public IPv4 addresses, address exhaustion will be an immediate 
issue because access to new IPv4 address space may not be possible. Moving to IPv6 is 
clearly the right way forward. For the enterprise using private address space, changes such 
as mergers, application development, and gateway deployment will be barriers to success at 
some point in the future. 

Deploying IPv6 in the data center requires two main steps: 

Network deployment — All networking devices must have the same performance level for 
IPv6, as for IPv4 because of the higher performance required in the data center not only for 
routing but also for convergence, high availability, security inspection, and so on. Other points 
that could be sensitive are the load balancers, SSL acceleration devices, and network 
management tools. 

Application deployment — While Microsoft is aggressively moving to IPv6, this is not the 
case for all application vendors or open-source applications. If a server runs an IPv4-only 
application or its code has IPv4 literals embedded in the application, a migration strategy may 
be needed. This could be accomplished by using the legacy protocol for the life of the 
application or by updating or even rewriting the code. There are two primary RFCs to assist 
an application developer with this task: 

 RFC 3493 for open socket calls 
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 RFC 3542 for raw socket calls 

The trends toward virtualization and orchestration (due to their prolific and dynamic nature) 
may also require the enterprise to establish and deploy IPv6 services as the increasing need 
for the addresses for virtual machines further causes the exhaustion of IPv4 address space at 
an even greater rate. Moving data from one data center to the next for the purpose of 
replication or disaster recovery will require that the enterprise deploy data center interconnect 
(DCI) technologies that support IPv6, such as overlay transport virtualization (OTV). 

Cloud 

As more services and operations move to the cloud, operations are affected in many ways. 
The dependence on the Internet becomes mission critical for both the cloud provider and the 
customer. From the cloud provider standpoint, being IPv6 enabled increases site reliability, 
as resources may be reached over two protocols that are orthogonal to each other. In 
addition, peering paths for IPv4 and IPv6 tend to be different, which enhances the path 
diversity to reach their site. 

Having IPv6 allocation for the tenants also provides some of the following operational 
efficiencies: 

 Growth — cloud services are growing at an exponential rate. The entire RFC 1918 
can easily be consumed, as it provides only 17,891,328 addresses. This sets a limit on 
the cloud provider’s operation. 

 Management and Cost Saving — growing past RFC 1918 space requires NAT/CDN 
within the cloud provider’s own network, which in turn requires more equipment and 
more complex network designs. This can all be avoided by deploying IPv6 to customer 
resources. 

 Increased Uptime — from the cloud customer’s point of view, having the cloud 
provider running IPv6 also increases the reachability of the provider’s resources and 
tools. If for some reason IPv4 routes are compromised or dropped, the provider can 
still be reached over IPv6. In this case, IPv6 addressing is contributing to the cloud 
provider’s reliability/backup potential. 

How to Select an IPv6 Cloud Provider 

The arrival of cloud computing and cloud-based services presents enterprises with another 
area where the impact of IPv6 will require careful consideration. Among the areas of concern 
are the following: 

 Is the cloud provider dual-stack capable? 
 Is the IPv6 support provided with full feature parity to the legacy protocol? 
 Are there any performance limitations connected with using IPv6 (tunnels, for 

example)? 
 Have security considerations been taken into account? In particular, are IPv6 First Hop 

Security controls in place where relevant? 
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 How is the cloud provider’s IPv6 network connected upstream? Pay particular 
attention to transit and peering, which may be completely different from the legacy 
protocol. 

 Are any options offered that help with transitioning to IPv6? 

Because public addresses are needed in the cloud, we are already seeing some cost 
pressures on IPv4-based services. Some providers are actually offering lower rates for IPv6 
services than for those that require the legacy protocol. One such example is OVH. 

Management 

Any tool that monitors network activity should be reviewed to make sure that it could handle 
the new address format. IPv6 requires that tools use the most updated MIBs in SNMP and 
version 9 of NetFlow, for instance. Similarly, any tools that perform packet analysis, 
inspection, or access control must be reviewed. 

Address Management 

IPv6 provides a mechanism for automatic host address configuration, called SLAAC. By 
default, SLAAC addresses are configured to change daily to enhance the privacy of the user. 
This behavior may affect an enterprise security audit. 

Alternate techniques for address configuration are static configuration or the use of Dynamic 
Host Configuration Protocol (DHCP) for IPv6. The deployment of DHCPv6 is very similar to 
the typical enterprise deployment of DHCP for IPv4. As part of the design phase, an 
enterprise will have to decide which address strategy to use (SLAAC vs. DHCPv6). It is likely 
that an enterprise will deploy both, though not typically on the same access layer segment. 

Cisco envisions DHCPv6 as the typical secure deployment for most enterprises, while 
SLAAC may be useful in IoE and BYOD or Guestnet. 

Security 

Secure deployment and understanding of risk are key criteria for the successful deployment 
of IPv6 in the enterprise. At a minimum we should expect parity with the legacy protocol. In 
fact, the majority of security concerns do not change with the introduction of IPv6. The 
differences occur when the protocol specifics become important. IPv6 introduces the concept 
of extension headers. Some types of extension headers have been deprecated and others 
may be blocked, depending on the policy and needs of the enterprise. Another change to the 
protocol occurs in the extensive use of the ICMPv6. Certain ICMPv6 message types must be 
allowed through the firewall in order to provide connectivity, while other types may be blocked 
or allowed per policy. 

There has been guidance from network operators in the form of best common practices 
(BCPs) related to IPv6. These BCPs include logon filtering and antispoofing techniques. It is 
expected that an enterprise security policy will be updated to properly allow and control IPv6 
traffic. Most IPS have adapted to IPv6 and function similar to the legacy protocol designs. 
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Another critical element in securely operating IPv6 is to ensure that the SIEM systems are 
capable of providing the forensics and correlation required by the enterprise security policy. 

Of interest to enterprises about to embark on an IPv6 deployment are the challenges found 
when retrofitting security controls over existing IPv4 deployments. Most such deployments 
did not have all modern security controls in place, and retrofitting things such as proper 
zoning of addressing to simplify controls and first hop security has not been trivial or without 
impact. As IPv6 is (in many cases) a greenfield for enterprises, architects have the ability 
(from the outset) to enable a secure environment, so that in the event they need to tighten 
access in the future, the framework is laid and the enterprise can be agile in the deployment 
of additional controls. 

First Hop Security 

When a device has an IPv6 stack enabled, it will automatically send router and neighbor 
solicitations (to find network information). A rogue device could (through either 
misconfiguration or malicious intent) provide that information via router advertisements. If that 
were to occur, there would be many possibilities of man-in-the-middle (MiM) attacks. 
Furthermore, unchecked malicious or misconfigured hosts could attempt to spoof, steal, or 
deny service to other hosts in the access layer domain. Innovation and thought leaders at 
Cisco helped set forth a series of recommendations to the IETF. When used in connection 
with Cisco access layer equipment, these features are collectively called the IPv6 FHS toolkit 
(Figure 6-10). Cisco IPv6 FHS is designed to mitigate misconfiguration and thwart the efforts 
of those with malicious intent. 

 
Figure 6-10. IPv6 First Hop Security (FHS). 
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Summary 

While ISPs are mainly concerned with IPv4 address exhaustion, enterprises should assess 
their exposure to IPv6. It is quite possible that regulations and mandates will enforce the use 
of IPv6, but there are many other reasons for enterprises to move to IPv6: 

 Security 
 New application support 
 Simplification by eliminating NAT 
 Exhaustion of RFC 1918 private addresses and the incredible complexity this brings. 
 Easier network deployment 
 Providing IPv6-only services to Internet newcomers 
 Business continuity - being ready for the future 
 Easier mergers and acquisitions (avoiding IP address conflict) 

Enterprise customers are already using IPv6, and as new services are deployed on IPv6, 
enterprises need to ensure they are doing business on their customers’ terms or risk losing 
market share. 

An IPv6 Internet presence is the service enterprises offer to their customers and partners 
over the Internet. It can be enabled with the help of reverse proxies, routers, or load 
balancers doing the translation between IPv6 Internet users and the enterprise IPv4 servers. 
Nowadays, an increasing numbers of CDNs can also provide an IPv6 proxy for the enterprise 
on their public-facing web presence. 

Another IPv6 step is to allow enterprise users and applications to access IPv6 content and 
services on the Internet. This will be especially true for enterprises that are newcomers to the 
Internet after the IPv4 address exhaustion. In order to provide IPv6 access to the Internet, it 
is usually sufficient to have dual-stack proxies for email and web access; those outbound 
proxies will act as a gateway between an IPv4 intranet user and an IPv6 service (or content) 
on the Internet. But the use of IPv6 should be planned, because it can reduce operational 
cost. 

Recommendations 

Enterprises must understand the impact of the IPv6 Internet on their services. Next, they 
must assess their own situations and requirements as early as possible, if they have not yet 
done so. This assessment includes network, security, and business applications. Enterprise 
priorities could be: 

 IPv6 is strategic in order to achieve business continuity. 
 IPv6 has its own value outside of IPv4 address exhaustion. 

In each case, requirements demand a production-grade deployment within a two- to three-
year horizon. 

It is expected that for most enterprises adding IPv6 connectivity, the Internet presence will be 
the highest priority because enterprises must offer services and content to their IPv6 
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customers over the Internet. This is also the easiest part. Deploying IPv6 across the core is 
also a relatively easy task and will provide the network staff with a solid working knowledge of 
the IPv6 protocol. Providing IPv6 access to all internal users and applications is probably the 
next highest priority, especially if the enterprises move to the cloud computing paradigm or to 
web services. 

The last step will probably be adding IPv6 in the intranet and in the data center applications. 
This will take longer, as there is a clear impact on business applications. 
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7. Bandwidth on demand, OTN, Integrated Multiple Plane 
Optical Network 

7.1 Overview 

This section covers both transmission technology, OTN and multiple plane switching 
technology and their control protocols. The next section covers GBX a 2003 design by the 
lead author that examines several different scenarios and part of the path to current 
multiplane optical IP networks. 

Other sections of this Architecture paper examine different transport and switching 
technologies. Historically you transport at layer 1, switch at layer 2 and route at layer 3. There 
was a certain level of overall network efficiently with this model. For packet logistics in the 
past, switching packets at the local level accounted for a large percentage of business traffic, 
pre-Internet. Aggregate routers would gather the packets and route them to their destination 
networks. Tunneling protocols were developed to lessen the end to end routing load as 
tunnels allowed switching essentially at layer 3.  

Layer 2 transport was electronic until the advent of SONET/SDH to carry SONET/SDH 
frames over fiber with encapsulation of PDH frames. Layer 2 has both circuit switched at 
various capacities as well as circuit grooming such as Add a circuit, Drop a circuit or Multiplex 
a circuit. This is referred to as an Add, Drop, Mux (ADM) elements. This switching and 
grooming took place in the electrical domain with electrical to optical or optical to electrical 
conversion taking place. SONET/SDH network elements added ADM capability once the 
signals were converted from the optical domain. These conversions exacted a heavy penalty 
for cost, Space, Weight and Power on optical and conversion elements and supported 
evolution to the current optical network element technology and the advanced transport 
framing to support automated functions. 

7.1.1 OTN – Optical Transport Network 

OTN is a set of Optical Network Elements (ONE) connected by optical fiber links that 
provides functionality such as transporting, multiplexing, switching, grooming, management, 
supervision and survivability of optical channels carrying end user signals. ITU-T OTN is 
defined by recommendation G.709 which provides a framework that adds SONET/SDH like 
features to enhanced WDM equipment with Wavelength Switched Optical Network (WSON) 
functionality.  The OTN creates a transparent, hierarchical network designed for use on both 
WDM/WSON and TDM devices to efficiently carry diverse traffic types. 

G.709 at a basic level defines an optical frame format that wraps other traffic type frames 
such as SONET/SDH, 10 GE and adds Forward Error Correcting (FEC) and Operations, 
Administration, Maintenance and Performance (OAM&P) to any payload. Currently there are 
six layers of this format defined. They are: 
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 OPU — Optical Channel Payload Unit which contains the encapsulated client data 
stream and a header describing the type of data in that steam. This is analogous to the 
SONET/SDH “Path” layer 

 ODU — Optical Data Unit which adds optical path monitoring, alarm indication signals 
and automatic protection switching. These are similar functions to Line Overhead in 
SONET/SDH 

 OCh — Optical Channel which represents an end-to-end path 
 OMS — Optical Multiplex Section that deals with fixed wavelength DWDM between 

OADMs (Optical Add Drop Multiplexer) 
 OTS — Optical Transport Section  
 G.709 Optical Control Plane (Figure 7-1) 

The OTN control plane extends GMPLS signaling to automate many of the more time 
consuming manual functions such as: 

 The control plane automatically calculates an optimal path for each end to end user 
connection when the connection is established. 

 It can also automatically calculate a diversity routed path for protecting the connection, 
on which resources can either be held in reserve or pre-empted when required. 

 When resources are added to or removed from the network, the control plane can 
automatically recalculate optimal routes for all existing connections to make best use 
of the newly available resources. 

Standard ROADM NEs support wavelengths (lambdas) on the 50GHz ITU Grid. Bit rates or 
modulation schemes which not fitting on the ITU-T grid cannot pass through the ROADM. A 
Flex Spectrum ROADM removes any restrictions from channel spacing or modulation formats 
allowing very efficient wavelengths and bandwidths. 

OTN network element functionality grows from simple common end user site CPE gear to 
multi-Terabit transport, grooming and switching used in carrier networks. Multiple 
manufactures support OTN and WDM technology including in alphabetic order 
Alcatel/Lucent/Nokia/Siemens, ADVA, Ciena, Cisco, Ericson, Fujitsu, Huawei, Infinera and 
others as there is a rich market to acquire from.  

 
Figure 7-1. OTN G.709 Diagram.   ©Metaswitch Networks 
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7.1.2 GMPLS  

GMPLS is a generalized control plane for different types of network devices which has a strict 
separation of control and forwarding plane. Currently supported types include: 

 Packet Switch Capable (PSC) 
 Layer 2 Switch Capable (L2SC) 
 Time-Division Multiplex Capable (TDMC) 
 Lambda Switch Capable (LSC) 
 Fiber Switch Capable (FSC) 

There are different label types and Label Switched Paths (LSP) depending on network device 
types with bi-directional LSPs supported. Both types of control plane modes are supported 
which are the peering model with NNI and the overlay model with UNI-C signaling. GMPLS is 
based on initial RSVP- Traffic Engineering (TE), Open Shortest Path First (OSPF)-TE and 
ISIS TE extensions. There is an IP based control plane but no LDP or IP based forwarding 
plane. 

7.1.3 GMPLS UNI 

The GMPLS UNI reference model supports two separate but integrated domains of IP and 
optical networks. The UNI is a control plane interface used to implement and overlay model 
between two networks. The interface is composed of two members the UNI-C for client 
(packet) interface and the UNI-N for the optical network interface. The optical topology of the 
network is only known to the UNI-N which also performs path computations through the 
optical domain. The UNI-C initiates LSP signaling. The IP Communication Channel (IPCC) is 
used by GMPLS nodes to exchange control plane information including signaling, routing and 
link management. The signaling link is independent of the data bearing link and can be of a 
different type. 

7.2 Government Broadband eXchange (GBX) 

Government Broadband eXchange (GBX) was a fiber based DWDM design as a protection 
network for the U.S. Internet infrastructure. The concept was for a multi-path redundant mesh 
fiber optic network that during normal operation would provide Internet access to underserved 
locations in the U.S. and during specific events would be able to in real time off load internet 
traffic from geographic affected areas until services could be restored. The architecture and 
design is more appropriate today as the optimum technology has been developed and cost 
reduced for wide spread operational deployment. 
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7.2.1 Single Link Multi-service Bandwidth on Demand 

 
Figure 7-2. Single Link Bandwidth on Demand Architecture. 

The diagram in Figure 7-2 shows a single DWDM link that interconnects two sets of circuit, 
ATM and MPLS switches. Each device is connected to the similar device, at the remote end, 
with a base amount of bandwidth illustrated as the Red, Green and Blue colored lines that 
directly connect to the blue DWDM box. Another set of interfaces, from the switches, 
interconnect them to a multi-port optical switch either O-E-O or O-O that will groom or switch 
the stream to a color that is carried on one of the lambdas of the DWDM link, which is 
illustrated on the thick multi-colored line. At the remote end, the process is reversed as the 
optical switch breaks out the colors that are then terminated on the appropriate receiving 
switch. 

An operational scenario for this on demand arrangement would be to monitor the traffic levels 
on the base capacity links and when that level of traffic exceeded a threshold an alert would 
be sent to the control software to initiate activation of additional links as resources are 
available.  

Limitations of the technology / systems, at the time, included: 

 Each interface card would have one fixed color laser that could not interfere with any 
other lase color on the link. 

 To change colors you had to change cards, so multiple cards had to be kept in 
inventory. 

 Either you front ended the optical links with SONET multiplexors or you carried one 
service per color. 
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 Optical to optical switches were expensive and O-E-O systems were very expensive 
per channel  

7.2.2 Multi-PoP Coverage for an MSA 

A Metropolitan Statistical Area (MSA) represents the metropolitan area around one or more 
cities and will have at least two large telecommunications services PoP and multiple access 
PoPs that feed circuits and data from surrounding geographies (Figure 7-3). 

 
 

Figure 7-3. Multiple PoP Architecture for MSA Coverage. 

In this design MSA were interconnected by multiple IXCs circuits from two to four surrounding 
MSAs. Multiple IXCs were used if one or more of the carriers had catastrophic events in their 
network. The primary protection for single vendor circuits is SONET which was designed and 
deployed for natural events and not multiple manmade events that could take down complete 
SONET rings. 
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Figure 7-4. DWDM based Fiber PoP Bypass. 

As individual PoPs are vulnerable because of manmade events, geographic dispersion with 
bypass fibers / lambdas as well as multiple lambda entrances were specified (Figure 7-4). 
Specific PoP configurations will be covered later. All services are aggregated onto one or 
more lambdas on the backbone which is why a multi-lambda is specified. 
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Figure 7-5. Four Port (Access) Redundant PoP Configuration. 
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The four port redundant PoP configuration illustrates four backbone fiber paths (north, south, 
east and west) converging into a single PoP (Figure 7-5). This illustrates maximum diversity 
in fiber path routing and the de-multiplexing of the different services into their constitute 
switches, routers or grooming equipment. Each path has OAM monitoring and are 
interconnected to a higher classification level of network control. The Out of Band (OOB) 
management and control plane has its own fiber paths but it can use in fiber paths also. 
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Figure 7-6.  On Demand Meet Me Room for Various Lambda Providers. 

The on demand meet me room allows accommodation of both multiple vendors and multiple 
types of services and allows dynamic switching and grooming of these services to different 
delivery platforms (Figure 7-6). This configuration allows alternative types of service providers 
such as power and gas companies, railroads and municipal fiber providers to participate in 
the networks to greatly increase coverage area. 
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Figure 7-7. Software Controlled Networking Model. 

Figure 7-7 is a high level block diagram of a multi-layer software controlled network of optical, 
layer 2 and 3 routers and switches. The four areas illustrated include network and security 
management, device configuration, operations and maintenance, network engineering with 
path and services management under a business control layer.  

Because of non-standard north-south management interfaces, custom interfaces for different 
vendor’s types of equipment had to be coded to abstract the underlying services. Element 
management systems which are still available today predate OpenFlow and other SDN 
software paradigms and control interfaces. The concept being implemented was for different 
layer control protocols with NNI, UNI and appropriate north-south interfaces.   

During this period of time Element Management Systems (EMS) were used to statically 
provision services and capacity in the lowest element of the service and the first step. If you 
have MPLS over SONET for example, the lambda colors had to be deployed and tuned for 
the entire length of the system. Once the optical layer was complete then the MPLS layer 
was provisioned with switched backup paths. Routers and switches did not allow route 
injection so a number of ad hoc techniques had to be implements to make this capability 
work. 

A working model of the network had to be maintained, with dynamic capability to model the 
existing network and add additional fiber links, switches or routers without disruption to the 
existing network. 
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7.3 Better Network Economics with IPoOTN 

7.3.1 Using the Intelligent Transport NetworkTM to Maximize Scale and Increase 

Efficiency for the Terabit Era 

(Note: This is a common economic analysis of this type of equipment and topology 
comparison. It has been provided by Ovum and it was produced against one vendors 
technology and product models and should only be interpreted in that light. There are multiple 
vendors that have similar studies and come to the same results. This is high enough level to 
get the points across without a deep dive into the technology underpinnings.  The authors 
thank the company and Ovum for allowing the republishing of this paper.)  

7.3.2 Foreword 

Building large scale service provider networks is a complex task. There is no “one size fits all” 
network design; however, there is one key design principle that operators must consider 
when constructing the most economical network: “switch when you can, route when you 
must.” Routing versus switching is an old debate; however, given the cost of equipment and 
the power it consumes, service providers pay a lot of attention to this very issue–particularly 
since the growth of bandwidth is so strong. 

Large-scale service provider network architectures are hierarchical, with equipment providing 
one of four key specialized functions: WDM transport, OTN switching, MPLS switching and IP 
routing. Network costs, measured by processing complexity and the power consumption for 
each unit of bandwidth delivered increases as you move up the stack. The cost for power, 
heat dissipation, and photonic switching on a cost per bit basis is much lower for WDM 
transport than for higher layers. For IP routing, for example, every single packet header is 
looked at and processed, which means more gates in the Application Specific Integrated 
Circuit (ASICs), more power, more heat, etc. There is a huge cost difference between routing 
a packet flow through a router and switching a wavelength at the optical level. OTN switching 
is also less complex and costly than IP routing. There is no policy processing required and 
bandwidth in time slots are simply mapped to optical channels. MPLS switching is more 
processing-intensive than OTN switching, but not as complicated as IP routing.  

It  was against  this  backdrop  that  Ovum  evaluated a leading vendor’s  network  design  
model  comparing IP over WDM (IPoWDM) and IP over OTN (IPoOTN) network designs. 
While the cost of every network is different depending on size, cost and operation of 
equipment, traffic type and mix and other variables, we found the two models representing a 
large North American long haul collector network and mid-sized European national backbone 
to be fair representations of real- world network designs. We also found Infinera’s three-tier 
service demand model provides a fair representation of traffic flows between nodes and that 
the company did not bias the outcome by using unrealistic network cost metrics. 
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Large scale, multi-layer network modeling is notoriously complex. Outcomes are dependent 
on carrier specifics and a multitude of variables. A leading network equipment vendor’s 
premise of using the deterministic nature of OTN and the technology’s low cost per 
processed bit economics to bypass IP transit over a routed network is an appealing 
alternative for scaling multi-service networks to meet growing demand. 

It was against this backdrop that Ovum evaluated a leading network equipment vendor’s 
network design model comparing IP over WDM (IPoWDM) and IP over OTN (IPoOTN) 
network designs. While the cost of every network is different depending on size, cost and 
operation of equipment, traffic type and mix and other variables, we found the two models 
representing a large North American long haul collector network and mid-sized European 
national backbone to be fair representations of real- world network designs. We also found 
the vendor’s three-tier service demand model provides a fair representation of traffic flows 
between nodes and that the company did not bias the outcome by using unrealistic network 
cost metrics. 

Large scale, multi-layer network modeling is notoriously complex. Outcomes are 
dependent on carrier specifics and a multitude of variables. The vendor’s premise of 
using the deterministic nature of OTN and the technology’s low cost per processed bit 
economics to bypass IP transit over a routed network is an appealing alternative for 
scaling multi-service networks to meet growing demand. 

7.3.3 Introduction 

It’s a given that IP traffic is growing exponentially. All 
industry analysts and bodies agree on the tremendous 
surge of traffic – IEEE estimates a rate of more than 30% 
compounded annually. This is impacting the infrastructure 
that serves to transport it in different ways – the IEEE 
802.3 Industry Connections report from 2012 outlined how 
the core network and server input/output links are reacting 
to this deluge. 

From Figure 7-8, it is evident that core network scaling 
is forcing service providers to have a wide- ranging discussion about how to best 
optimize, evolve and converge packet-optical networks in order to reduce the total 
network cost. 

Core networks aggregate traffic from the edges and are defined by their key function of 
switching and transmitting traffic between the source and destination using large bandwidth 
pipes. To do so, they utilize multiple layers of functionality, each having a distinct use: 

 IP layer — Interfaces with applications which are all IP today, converts traffic into IP 
packets 

 MPLS layer — Provides simplified switching of packet flows using labels 

 

Figure 7-8. Core Network Traffic 
Growth. 
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 OTN layer — Maps packets into OTN circuits, switches and multiplexes to maximize 
efficiency 

 WDM layer — Transmits traffic across the media (wavelengths on the fiber) 

As traffic increases on the network, each layer must grow to accommodate it. The techniques 
of multiplexing and switching serve to boost efficiencies without scaling unreasonably. At the 
same time, service providers seek to eliminate the cost and operational complexities of 
multiple platforms, each serving a specific function in a given layer. This is driving the 
industry toward converged platforms that combine multiple sets of functions into a single 
system, thereby providing cost savings and reducing space, power use and operational 
complexity. Finally, the design must also consider protecting against fiber cuts or node 
failures. A key trend in this regard is towards packet-optical convergence, and discussions 
abound on how to intelligently implement a Packet-Optical Transport Network (P-OTN). 

Building an Intelligent Transport Network for the core with the right technology mix is vitally 
important, so that providers can scale and converge functional layers, ultimately taming costs 
and operations. 

7.3.4 Core Network Architectures 

Typically, today’s core networks utilize full-functionality routers supporting a wide range of IP 
services, peering, packet forwarding and MPLS switching including P/PE functions, 
connected in a “sparse” mesh across transponder/ROADM-based WDM networks (Figure 
7-9). This is called “full core” because these routers require significant amounts of memory 
and functionality for high-touch packet services and thus they are high cost with little 
optimization for simpler network functions such as MPLS-only switching. Additionally, when 
IP “full” core networks are deployed this way in a sparse mesh, there is minimal router 
offload, meaning many packets may transit through several unnecessary intermediate router 
hops. Since each router hop means a packet consumes a portion of the optical interface to 
get into and out of the router, as well a portion of the packet forwarding capability going in 
and out, all for no value-added purpose, all such router transits incur unnecessary cost, while 
also increasing packet latency, and thus burden the IP layer with a “router tax.” 

One option proposed to reduce the cost of the IP layer is to deploy lower-priced routers or 
packet-forwarding cards that support only MPLS switching, through which transit packets can 
be routed at a lower cost as compared to full-functionality IP services routers. This is termed 
as “thin” or “lean” core. Cheaper MPLS-only routers somewhat reduce network cost simply by 
reducing the price/functionality of routers, but this does not substantially change the router 
link connectivity and the associated “router tax” incurred for transit router hops. The above 
are complemented by an architecture approach termed IP over WDM (IPoWDM), which 
proposes to simply move the colored WDM interface from the WDM layer into the router 
platform. IPoWDM can be used with either IP routers or MPLS switches, and here we use 
IPoWDM to mean both. This architecture uses the same “sparse mesh” link connectivity 
described above, providing minimal router offload and incurring a “router tax” for every transit 
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router hop. By itself, IPoWDM does not save costs as it simply shifts the cost of WDM optics 
from the transponder to the router, and in many cases may make managing router links more 
difficult as routers must now manage optical link impairments such as Optical Signal-to-Noise 
Ratio (OSNR), wavelength blocking, fault sectionalization, and more. Worse still, using 
IPoWDM at 100 Gb/s per wavelength means that all but the absolute highest packet flows 
are multiplexed along with others to maximally fill the 100 Gb/s IPoWDM router links, thereby 
further increasing the probability that a given packet must undergo transits at intermediate 
router nodes. Furthermore, because of the heat generated and space consumed by the 
discrete analog optics used in these scenarios, router slot capacity may be dramatically 
underutilized, e.g. a 1 x 100GbE WDM optic in a slot that is capable of 140G or even 400G. 

A more radical approach called the “hollow” core proposes entirely eliminating the IP core 
network and directly meshing aggregation routers through a switched OTN core, enabling 
significant router offload and network cost savings. However, this could lead to complexity 
due to meshing hundreds or thousands of routers, as well as the limitations of typical routers 
to support the required adjacencies and routing tables. There have been some studies 
indicating that Software Defined Networking (SDN), which offloads the router control plane 
from low powered on-board processors to a much more powerful data center compute 
platform, may enable this and could be economically attractive, but it has yet to be proven. 

Instead of the above, an alternative is to leverage the inherent capabilities of an Intelligent 
Transport Network to enable a much more efficient approach to packet-optical networking, 
termed IP over OTN (IPoOTN) to provide an economically compelling, efficient and 
operationally scalable alternative. IPoOTN reduces network cost by right-sizing router links 
using a range of interface speeds (rather than all 100 Gb/s), which enables router offload 
(and thus reduces router transit and the associated “router tax”), lets routers use their full slot 
capacity to maximize router density, and improves operational flexibility through the use of a 
proven reconfigurable, resilient and converged OTN/WDM layer.  

 
Figure 7-9. Core Network Architectures. 
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7.3.5 Modeling Core Networks 

In this whitepaper we compare two architectures for packet-optical convergence. The 
first approach, IPoWDM, uses IP/MPLS routers with integrated 100 Gb/s colored WDM 
interfaces, connected to each other via switched wavelength connections in the WDM layer 
using ROADMs. The second approach, IPoOTN, uses routers equipped with short-reach 
Ethernet interfaces at either 10 Gb/s, 40 Gb/s or 100 Gb/s, selected based on the required 
router link connectivity defined by end-to-end packet flows. 

These interfaces are connected to a converged OTN/WDM transport layer, which provides 
multiplexing, bandwidth management and transport using WDM interfaces converged with an 
OTN switching platform. 

 

7.3.6 Topology Consideration 

The two architectures of IPoWDM and IPoOTN were modeled on core IP networks 
representative of a typical large service provider in North America as well as a mid-
sized European country. 

For the North American topology (Figure 7-10), the IP core 
network had a total traffic volume of 12.6 Tb/s and was 
comprised of 82 “outer-core” PE/P routers, used “thin core” 
functionality, meshed over a smaller number of “super-core” P 
routers using simpler MPLS-only “lean-core” functionality and 
was connected by fiber links over a 32,130 kilometer fiber 
network, using either IPoWDM connected over ROADMs, or 
IPoOTN using converged WDM/OTN systems. 

For the European national topology (Figure 7-11), the IP core 
network had a total traffic volume of 6.3 Tb/s and was comprised of 12 “outer-core” router 
nodes, meshed over a smaller number of “super- core” router nodes and connected by WDM 
links over a 4,818 kilometer fiber network. The 

European network model utilized the same router types in the outer and full cores, and 
compared the same IPoWDM and IPoOTN architectures as modeled in the American 
network example. 

 

Figure 7-10. North 
American Topology. 
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For both topologies, packet traffic flows were modeled for IP service 
demands that included city-to-city IP traffic, data center traffic, and    
international traffic, and assumed over-provisioning of router links 
consistent with typical industry practices. A hierarchical architecture was used for the 
IP/MPLS network topology, with outer-cores consisting of PE routers to peer to other IP 
networks and aggregate IP traffic from hundreds or thousands of aggregation routers (these 
provide services to enterprises, service providers, etc., as well as peering to other IP 
networks). Each outer-core router connects to two super-core routers via disjoint paths 
carrying 50% of the IP traffic, providing redundancy in case of router or link failure. This 
hierarchy thus limits router adjacencies between outer-core routers. The super-core nodes 
function as MPLS (Provider) P-routers that simply provide mid-point switching of MPLS 
packet flows and are connected to each other over two disjoint paths, each carrying 50% of 
total traffic. Both architectures were continually optimized for the number of super-core nodes 
to achieve the lowest cost possible for each. Both IPoWDM and IPoOTN architectures 
utilized 100G coherent WDM optics that have the same ultra-long-haul (ULH) reach. 

 

 

 

7.3.7 Design Parameters 

The following design parameters for each network model are summarized below. 

 IPoWDM IPoOTN 

Super-core 

100G (OTU4) colored WDM interfaces 
connected to wavelength-switched ROADM. 
The 100G interface was allowed to fill up to 
75% before additional router-router connections 
were added. 

The 100G WDM connections bypassed 
intermediate routers. 

Connected to the converged WDM/OTN switch using 
short-reach Ethernet interface at 10/40/100G. The 
Ethernet links were mapped to ODUk payloads 
(ODU2e/3/4) in the OTN switch and multiplexed and 
connected via 100G WDM interfaces between the 
switches to maximize fiber capacity. This choice 
increased the number of possible direct connections 
compared with the IPoWDM architecture resulting in 
a more meshed super-core with increased bypass of 
routing hops. The maximum number of router 
adjacencies was limited to 32. 

Outer-core 

Connected to the super-core using 10/40/100G 
based on traffic. The 10/40G used short-reach 
Ethernet optics multiplexed onto 100G WDM 
muxponders to maximize fiber capacity, while 
the 100G used integrated WDM interfaces on 
the router. 

Connected to the converged WDM/OTN switch using 
short-reach Ethernet interface at 10/40/100G. The 
Ethernet links were mapped to ODUk payloads 
(ODU2e/3/4) in the OTN switch and multiplexed and 
connected via 100G WDM interfaces between the 
switches to maximize fiber capacity. 

7.3.8 Modeling Results 

Figure 7-11. European 
National Topology. 
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The results of the modeling are illustrated in Figure 7-12 and Figure 7-13.  Both networks 
exhibited total network cost savings of around 30% when using IPoOTN as compared 
to IPoWDM architecture. 

  100%  

 100%   

   67% 

    
Relative    

Networks 60%   

Economic

s 

40%   

 20%   
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  IPoWDM IPoOTN 

North American Topology 

Figure 7-12. Large-sized Core Network. 
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Figure 7-13. Medium-sized Core Network. 

The model calculated total network costs, which included both the IP and optical 
layers and then normalized them for comparison. The OTN/WDM costs in the 
IPoWDM option included regenerators required to extend WDM links, and the costs 
in the IPoOTN architecture included the converged OTN/WDM switch nodes. The 
IPoOTN architecture significantly reduced the cost of both the outer and super-core 
IP networks by enabling more router bypass using cost-optimal 10/40G direct router-
router links, thereby increasing the number of direct router-to-router links (i.e. 
meshing), and enabled off-loading of unnecessary optical interfaces and packet-
forwarding cards at intermediate router nodes. This significantly reduced the “router 
tax” for packets going through intermediate router hops. These savings were 
compounded by the use of much lower cost Ethernet interfaces on the routers in the 
IPoOTN architecture, instead of the WDM interfaces in the IPoWDM architecture. The 
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greater density of Ethernet interfaces per router line-card over IPoWDM interfaces also 
enabled more router links to be supported for a given number of slots and packet 
forwarding cards, thus further optimizing the costs of the router layer using the IPoOTN 
architecture. 

Finally, router slot capacity has always historically lagged transport slot capacity. 
IPoWDM cards support fewer ports per slot than if they were equipped with grey-optic 
Ethernet ports. This introduces significant penalties when analyzed from the perspective 
of an overall network cost, and not just a platform level view. In contrast, IPoOTN 
maximizes the use of router slot as well as transport slot capacities. 

7.3.9 Conclusion: The Practical Benefits of IPoOTN for an Intelligent Transport 

Network 

The economic analysis of core transport network architectures shows savings of 
approximately 30% when using IPoOTN as compared to IPoWDM. These results 
were similar for two diverse topologies (large-sized North American network and 
medium-sized European national network). The IPoOTN architecture enables service 
providers to get the best efficiencies out of ALL layers in the core network today and 
in the future as: 

 The routers are interconnected with the “right-size” interface at 10/40/100G, which 
makes the IP layer most cost-effective; 

 Converged packet-optical network uses Ethernet and WDM interfaces having lower cost/ 
bit compared to IP/router interfaces. 

 IP links are multiplexed by the OTN layer into 100G per wavelength, or into 500G super- 
channels,  maximizing the network’s  WDM capacity; 

 IP transit traffic is kept at the OTN layer to reduce router capacity needs, and by reducing 
traffic makes right sized 10/40/100G links even more powerful; and 

 It allows both the DWDM/OTN platform and the router platform to maximize slot 
capacity utilization, extracting all of the value per bit possible from each layer vs. 
underutilization of both layers with IPoWDM. 

Building an Intelligent Transport Network for the core with the IPoOTN architecture allows 
providers to scale and converge functional layers with the utmost efficiency. It helps them 
tame network costs and operations while they can focus on serving their customers in the 
best possible manner.  

This is text Layer T and Layer C: Collapsing Communications Networks into Transport and 
Cloud Services 

(Note: This is a topological analysis of two layer converged network of the type the FAA 
should be evaluating as part of the NextGen Optical network. The authors want to thank the 
vendor and Mr. Rick Talbot, Principal Analyst, Optical Infrastructure of Current Analysis for 
inclusion of this paper. This analysis applies to multiple vendors technology concepts.) 
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(Note: in the author’s opinion and experience with high speed fiber backbone networks 
virtualization of 100 Gigabit and faster network elements will not occur with one or two orders 
of magnitude in digital or optical technology.) 

7.3.10 Summary 

Rapid network traffic growth is driving constant change in the infrastructure as operators 
strive to scale their networks to keep up with the growth. In addition to the capital expense of 
this infrastructure expansion, the network is becoming more complex, which has led 
operators to employ the IT tool of virtualization, in the form of network functions virtualization 
(NFV), to reduce network complexity. NFV is becoming a reality in the network as equipment 
designers have virtualized numerous network elements such as the firewall, evolved packet 
core (EPC) and PE router. As virtualization subsumes many functions that modify services 
and connections which were otherwise performed in physical network elements, vendors are 
freed to develop network elements that are focused on moving bits and/or packets (which 
cannot be virtualized), and not performing ancillary network functions. This segregation of 
network functions into virtual versus physical processes suggests a two-layer model, which 
can simplify network planning and result in a more effective and efficient network (Figure 
7-14). 

 The cloud services layer (Layer C) consists of the many functions of network that are 
virtualized into standard high volume servers, switches. 

 The transport layer (Layer T) consists of the remaining functions of the network, 
which are focused on sending higher and higher traffic volumes across the network 

 
Figure 7-14.  Two-layer Virtualization Model 

This Advisory Report analyzes the concept of a two-layer network world view, detailing 
requirements of, and implications for, the transport layer of the network. 
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Key Takeaways 

 As the industry virtualizes whatever network functions it can, they naturally fall into two 
categories – those that can be virtualized to run on x86 servers (Layer C), and those 
that cannot (Layer T). 

 It is only a matter of time before most, if not all, of the specialized network 
elements/appliances are replaced with - or supplemented by – virtual instances of 
themselves. 

 As cloud services functions are transitioned out of network elements, network 
elements such as routers will support fewer (if any) value-add features. 

 The removal of ancillary network functions from physical network elements frees 
network equipment designers to refocus the network elements on their original role, 
conducting the flow of the bits and/or packets through the physical network. 

 Beyond supporting massive scalability, Layer T requires granularity, automatic network 
control and continued support of the transport sub-layers. 

Current Perspective 

Overwhelming traffic growth and virtualization are the two primary factors that are disrupting 
the network. New broadband connections supporting an expanding base of mobile devices 
(receiving yet larger data flows) and distributed (cloud) services is driving traffic growth 
beyond 20% per year (Cisco Visual Networking Index (VNI) Global IP Traffic Forecast, June 
2014). The traffic flows are also changing; “east-west flows” rather than “north-south flows” 
(Figure 7-15) are becoming predominant. This change is driven by the dominance of mobile 
broadband growth (57% per year, VNI Global Mobile Data Traffic Forecast, March 2015) and 
distributed processing/storage trends represented as data center interconnection (DCI) traffic 
(e.g., network traffic is 930x client access traffic, per a Facebook March 2013 OSA Executive 
Forum presentation). 

 
Figure 7-15.  East-West Traffic Flows 
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The concept of NFV sprang from the complexity that was arising in the network from the use 
of countless specialized network elements and appliances, and from additional services the 
network operators wanted to offer which would only increase network complexity. In addition, 
virtualization allows operators to scale up and down the resources allocated to particular 
network functions quickly. The industry began leveraging standard IT technology to 
consolidate the functions of many network equipment types onto industry standard high 
volume x86 servers. Combinations of these functions, when linked with the connectivity 
provided by the network, constitute communications services. 

Network Decomposition and Reconsideration 

Virtualization implies that the control of services and networks can be accomplished outside 
the physical networks. Network functions that modify services (and their connections) are 
being consolidated into the servers of NFV, which now virtualizes network elements such as 
the firewall, EPC, broadband net- work gateway (BNG), CPE, NAT, session border controller 
(SBC), PE router, and more. Virtualization is a reality; however long it takes, most, if not all, 
specialized network elements/appliances will be replaced with virtual instances of 
themselves. Note that when the conversion to NFV is completed, instantiation, movement 
and control of services will be accomplished in a single manner – virtually. 

Meanwhile, physical network elements are having their roles aligned more with the original 
goal of transporting bits and/or packets. Network equipment vendors had been adding value-
added features to their high-end products, ultimately resulting in routers equipped to support 
server blades. NFV fundamentally changes this direction, transitioning the 
transport/switching/routing network elements to a role of delivering traffic between points on 
the network. This change serves two goals in the network. The reduction in the number of 
network functions simplifies the network, and it frees network equipment designers to re- 
focus the network elements on their original role, conducting the flow of traffic through a 
physical network that is made up of physical network links and physical network nodes. This 
clear purpose provides the best chance of meeting the transport network’s central challenge, 
which is supporting the extreme traffic growth (i.e., scaling the network). 

As the network is segregated into two functions - services and control, versus the physical 
network – both network operators and network systems vendors are taking a new look at the 
network to maximize the efficiencies offered by functional segregation. While this approach 
may seem “clean slate”, providers are nonetheless attracted by its benefits and have begun 
migrating their current infrastructure in this direction. 

A Two-Layer Network 

The segregation of network roles suggests a new model for the network in which the 
functions naturally fall into two layers – a cloud services (virtualized functions) layer and a 
transport layer. The cloud services layer (or Layer C) is the collection of all virtualized 
functions that define and control services. The processes that are being virtualized are not 
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only virtual network functions (VNFs), but also the policy and service definition functions that 
are currently conducted in the operations/business support systems (OSS/BSS). 

Operators are attempting to virtualize as many functions as possible into Layer C to simplify 
the network (and the scaling of the network). In addition, they are transforming rapidly to a 
DevOps model of development to deliver XaaS quickly in order to grow revenues and 
become more competitive. 

However, not all network functions can be virtualized and implemented on x86 servers. The 
physical transport network cannot be virtualized; photons, for example, are not created in 
software. Thus, a transport layer (Layer T) is the set of functions that cannot be virtualized. 
For a descriptive definition (rather than defining transport by what it is not), Layer T can be 
thought of as the set of processes required to transfer data from the ingress point to the 
egress point of the network, that is, all of the transport functions, including data forwarding 
and transport-specific control. These functions include the lower layers of the Open Systems 
Interconnection (OSI) model – optical transport (DWDM), Layer 1 digital (but called “Physical” 
in the model - SONET/SDH and OTN), Layer 2 data link (Ethernet and MPLS data plane), 
and Layer 3 network (IP). These lowest layers of the OSI stack can be considered sub-layers 
of Layer T. 

Requirements of the Transport Layer 

In order to meet the twin goals of scalability for, and simplification of, the network, Layer T will 
need to provide highly scalable capacity, flexible granularity for its connections and offer real-
time programmable control. 

Scalability: The transport layer will need to scale to meet the onslaught of traffic. 
Foundational to scaling Layer T is the optical network, in which fiber capacity needs to be 
continually increased, while space, power, and cost need to be minimized. Methods for 
increasing fiber capacity include employing the most efficient modulation format for each 
span and using a flexible wavelength grid and tight wavelength spacing. Because this 
optimization of optical spans implies that various spans will support different capacities, the 
capacity along each span should be managed as pool of bandwidth (rather than a number of 
optical channels with a fixed capacity) to simplify provisioning on the span. 

Optical system designers address the physical platform requirements (minimized space, 
power, and cost) with miniaturization and integration of electronics and photonics, including 
higher capacity DSPs, silicon photonics, and photonic integrated circuits. 

Granularity: Network operators employ granularity in the network (subdividing the physical 
capacity of network links into multiple “channels” that can be independently directed) to 
match the capacity of each network connection to the required capacity of the service it 
carries. Granularity increases utilization of net- work capacity and reduces the number of 
physical connections across the network, increasing both network efficiency and simplicity. It 
is achieved through the use of the Layer T sub-layers, which are also used to meet the 
specific transmission requirements of various service connections. Designers provide 
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granularity in the optical layer by employing optics and ROADMs that allow independent 
routing of wavelengths within a super-channel. They provide digital and packet granularity 
with switches. 

Transport Control: The network has traditionally been controlled by the network 
management systems provided by the network systems employed in an operator’s network, 
which are integrated into the operator’s OSS/BSS. However, the OSS/BSS is integrated with 
elements of both Layer C and Layer T, while the network management systems of the 
vendors do not interwork, and they are inflexible. Layer T will need to short-cut this OSS/BSS 
roadblock by employing service provider software-defined networking (SP-SDN) to provide 
real-time control of the Layer T, multi-vendor/multi-layer orchestration and control, multiple 
operator and administrative domain orchestration and a standard applications programming 
interface (API) to Layer C to abstract network connections to Layer C and to pass policy and 
provisioning directions to Layer T. The Layer T SDN controller(s) need to direct all elements of 
Layer T. 

Transport Sub-layers: The notion that Layer T introduces a single method of transporting 
data would be a gross over-simplification. As previously noted, transport sub-layers improve 
network utilization and simplicity. The network carries traffic in various digital formats to meet 
service needs. The physical media is the foundation for all transport and the fundamental 
source of its capacity. For high-capacity transport in core, regional, metro and, increasingly, 
aggregation/access networks, the physical media is generally fiber optics, and wavelengths 
are the physical signals on the media. As noted earlier, this physical layer of the network 
cannot be virtualized. Closely associated with the physical sub-layer is the digital layer of the 
network, which is generally the simplest and most reliable and cost-effective method of 
sharing the physical (wavelength) capacity. This close association between the physical and 
digital layers of the network implies that digital (generally OTN) switches should be integrated 
into the optical networking equipment at the end of each optical span. 

Packet switching is important to Layer T because it increases the control, flexibility and 
utilization of the transport of data traffic. Packet switches address three protocol layers, each 
of which provide important features for data traffic: 

 Frame (Ethernet/MPLS) — provides virtual connections for packets, offering flexible 
utilization of the digital capacity. It employs the least costly switching components, and 
is the original data plane layer for SDN. 

 Packet (IP) — generally, the layer associated with routing, and the layer that simply 
delivers packets to their destination. The formal name for this layer is “Network Layer”, 
and it is considered “the network” by the higher layers. 

Implications of the Two-Layer Model on Transport 

One of the strengths of the two-layer network model is that it matches today’s trends in 
network evolution. However, the emergence of a network that is segregated into cloud and 
transport layers also implies some changes in the way networks are designed and operated. 
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New Transport Hardware Roles:  As cloud services functions are transitioned out of 
network elements, the roles of several network elements will change. 

 Network appliances such as network firewalls are likely to become extinct. 

 Value-add functions that are virtualized (likely most) will be removed from routers. 

 Large layer 2 switches are likely to be employed to support massive capacity within 
major cloud service (NFV) server locations. 

 Because reading packet addresses (layer 3) is not significantly different from reading 
VLAN or MPLS addresses (layer 2), routers and Ethernet/MPLS switches are likely to 
merge into one platform type. 

Hardware Differentiation: 

Even as the two-layer model brings about changes in network elements, it will also imply 
features (some old, some new) that will differentiate tomorrow’s Layer T platforms. 

 Controllability — the key to the simple and efficient delivery of services over a 
transport platform will be its interworking with the network operator’s SP-SDN 
controller. 

 Capacity — the evolution to the Layer T model will free designers to refocus on 
equipping these platforms, and the fibers they support, with scalable capacity, which is 
key to the support of the cloud services layer. Massively scalable photonics is the 
fundamental building block for the transport layer. 

 Flexibility — as the number of network elements is reduced, transport platforms will 
need the flexibility to support a variety of network requirements. New client 
connections (e.g., 400GbE) will emerge, various transmission parameters will affect 
new modulation techniques, multiple sub-layers will need support (and switching), and 
fast protection must be provided. 

 Cost-Effectiveness — space, power and the transport platforms, themselves are 
costs for the network operators who need to run profitable businesses. Thus, while 
providing the high scalability to meet the demands of escalating traffic, transport 
platforms will need to minimize space, power and equipment costs. Equipment 
designers are likely to continue to employ silicon photonics and/or photonic integration 
to control these costs. 

Conclusions 

The challenges posed by the never-ending increase of network traffic, and the potential 
benefits provided by virtualization, have resulted in operators employing virtualization, in the 
form of NFV, to support traffic growth and reduce complexity. This virtualization of certain 
network functions results in a segregation of network functions into virtual and physical, 
suggesting a two-layer network model. A cloud services layer - Layer C – virtualizes network 
functions that can be virtualized. Network transport, which cannot be virtualized, forms the 
other layer – Layer T. The primary role of Layer T is to scale to support traffic growth, and the 
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capacity supplied by optical transport systems is the foundation for scalability. However, this 
scalability must also be accompanied by flexible granularity and network control. 

Vendor Actions 

 Transport vendors should develop open, lightweight software for their systems to 
facilitate control of their networks by third-party SDN controllers. Most network 
operators are likely to prefer a single (pair, for redundancy) SDN controller to control a 
Layer T domain, whereas most (at least for the time being) will employ network 
elements from multiple vendors in a domain. Each vendor’s optical transport system 
could be controlled by its own transport controller, which would in turn be controlled by 
a parent controller, but operators are likely to prefer a simpler one-controller domain. 

 Transport vendors should focus on delivering optical platforms that meet the scaling 
requirements posed by rapidly growing traffic. The platforms must scale not only fiber 
capacity, but must also scale cost-effective switching and port capacity while 
minimizing space and power consumption. Vendors need to employ the latest 
technologies to meet these challenges, integrating electronics and photonics in the 
form of DSPs, silicon photonics and photonic integrated circuits. Because network 
control functions will be provided at higher layers, and often by third-party controllers, 
much of the operator focus will be on network efficiency (along with flexibility and 
control). 

 Transport vendors need to ensure that their platforms are not just scalable, but also 
granular, flexible and controllable. Transport platforms at the edge of the network may 
be specialized (e.g., simple, high-density and low-power for DCI), but most platforms 
will require optical and digital switching to provide granularity and flexibility. The ability 
to independently direct wavelengths in a super-channel provides granularity and 
flexibility in the optical layer. Digital switching inherently provides flexibility and 
granularity on top of the optical layer. These vendors need to facilitate SDN control to 
provide the fundamental flexibility and control for these platforms. 

 Transport vendors should also add packet switching to their platforms to further 
increase the granularity and flexibility of their solutions, as well as offer operators 
platforms that will provide the complete set of Layer T functions, further simplifying 
their networks. The added layer 2/3 functionality would be particularly appealing at 
sites that require a modest amount of packet switching; the requirement for an 
operator to deploy a separate packet switch at such sites would be a “needless 
complication.” 

 Router vendors should continue developing versions of their platforms that focus on 
high-speed packet reading and high-capacity switching. In addition, they should 
develop virtualized routers (vRouters) to prepare to participate in the Layer C 
marketplace as well as to leverage the expertise in vRouters to develop superior 
control of their Layer T switching platforms. The leveraging of high-speed ASICs used 
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in present- day routers and network control expertise should provide router vendors an 
advantage in high-capacity Layer T switches. 

 Those carrier Ethernet switch vendors that have not already done so should add IP 
packet reading to their switch’s features. As value-add features are stripped from 
routers, there will be little reason not to consolidate routing and layer 2 switching. 
Routers generally require less modification because they are already providing layer 2 
switching in the form of MPLS, but Ethernet switches are generally more cost-effective 
at simple packet switching because their designers have already cost-optimized them. 
In addition, switch vendors need to maximize economies of scale to compete with 
transport vendors that integrate packet switching into their solutions. 

User Actions 

 Operators that are planning to deploy, or are deploying, NFV in their networks should 
evaluate the effect of the ultimate virtualization of all possible network functions in their 
networks, particularly as it affects their transport and routing infrastructure. This 
evaluation is likely to guide the operators in their transport planning, particularly in 
regards to optimizing the transport functions (Layer T) for providing the physical 
foundation for the virtualized functions and services (Layer C). 

 Operators that are creating a Layer C need to develop an architecture for SP-SDN that 
will control their Layer T. Whereas service routers use to control the network based on 
service requirements, this control will be transitioned to Layer C. Operators will need to 
employ SDN to pass network policy and control to the Layer T and provide network 
abstraction for Layer C. 

 Operators of IP networks need to conduct trials of vRouters to gain experience in 
segregating service control from packet switching. Virtualization is already beginning to 
take place; the major router vendors have already introduced their first vRouters, and 
vendors are delivering the first virtualized version of a specialty router, the EPC. The 
value of virtualization of the router’s service functions is likely to become compelling; 
operators would be well-served by preparing to take advantage of its benefits. 

 Network operators should focus on scalability when evaluating optical transport 
solutions to ensure that the solutions will support major capacity increases cost-
effectively while minimizing space and power requirements. Network traffic growth is 
accelerating; supporting this traffic with legacy systems may be theoretically possible, 
but the economics of that support is likely untenable. These operators need to 
investigate transport solutions from vendors that are taking advantage of all 
technologies possible to scale their solutions. 

 Network operators should begin to look for consolidation of transport network functions 
(wavelength, digital and packet switching) into fewer network elements to simplify the 
attainment of network granularity and flexibility. Numerous optical platforms already 
combine wavelength with digital (OTN) switching. However, operators will need packet 
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(layer 2 and/or layer 3) switching at NFV server locations, which are being distributed 
throughout the network. A separate packet switch would provide the function, but an 
integrated packet-optical platform would likely provide it more cost-effectively in many 
locations. 

 Network operators need to insist on open SP-SDN solutions to control their Layer T 
networks. Each network domain will probably contain network elements from two or 
more vendors for an extended period of time. The goal is for the domain’s SDN 
controller to seamlessly control all of those elements as a single Layer T network. 
Network element selection should focus on simple standard APIs to the network, while 
SDN controller selection should require the same level of control and optimization for 
all network elements. 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

8. Acronyms 
Acronym  

ACL Access Control Lists 

ACT-IAC American Council of Technology – Industry Advisory Council 

ADM Add, Drop, Mux 

ADSL Asymmetric Digital Subscriber Line 

AFT Address Family Translation 

AH Authentication Header 
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Acronym  

ALG Application Layer Gateways 

API Applications Programming Interface 

ARM Advanced RISC Machine 

ARP Address Resolution Protocol 

ASIC Application Specific Integrated Circuit 

ATM Asynchronous Transfer Mode 

BCP Best Common Practices 

BGP Border Gateway Protocol 

BIND Berkeley Internet Name Domain 

BNG Broadband Net- Work Gateway 

BOOTP Bootstrap Protocol 

BRAS Broadband Remote Access Server 

BRI Basic Rate Interface 

BYOD Bring-Your-Own-Device 

CAS Channel-Associated Signaling 

CCS Common Channel Signaling 

CDN Content Delivery Networks 

CIDR Classless Interdomain Routing 

CIO Chief Information Officer 

CLASS Custom Local Area Signaling Services 

CLEC Competitive Local Exchange Carrier 

CoS Class of Service 

COTR Contracting Officer’s Technical Representative 

CP-DQPSK Coherent Polarized Differential Quadrature Phase Shift Keying 

CPE Customer Premises Equipment 

DAD Duplicate Address Detection 

DCI Data Center Interconnection 

DDI (Domain Name System (DNS), Dynamic Host Configuration Protocol (DHCP) and IPAM) 

DDNS Dynamic DNS 

DHCP Dynamic Host Configuration Protocol 

DHO Destination Option Header 

DLC Digital Loop Carrier 

DLP Data Loss Prevention 

DNS Domain Name System 

DoS Denial of Service 

DPI Intrusion Prevention Systems 

DSL Digital Subscriber Line 

DSLAM Digital Subscriber Line Access Multiplexer 

DS0 Digital Level 0 

DSP Digital Signal Processing 

DWDM Dense Wave Division Multiplexing 

EMS Element Management Systems 

EPC Evolved Packet Core 

http://www.actiac.org/
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Acronym  

ESP Encapsulating Security Payload 

ESS Electronic Switching System 

FAA Federal Aviation Administration 

FEC Forward Error Correcting 

FHS First-Hop Security 

FPGA Field Programmable Gate Array 

FQDN Fully Qualified Domain Names 

FTI FAA Telecommunications Infrastructure 

FTP File Transfer Protocol 

GBX Government Broadband eXchange 

GMPL/LS Generalized Multiprotocol Label / Lambda Switching 

HA High Availability 

HbH Hop-by-Hop 

HDLC High Level Data Link Control 

HDSL High bit-rate digital subscriber line 

IANA Internet Assigned Numbers Authority 

ICMP Internet Control Message Protocol 

IETF Internet Engineering Task Force 

IID interface identifier 

InP Indium phosphide 

IoE Internet of Everything 

IoT Internet of Things 

IP Internet Protocol 

IPAM IP Address Management 

IPCC IP Communication Channel 

IPoOTN IP over OTN 

IPoWDM IP over WDM 

IPS Intrusion Prevention Systems 

IPsec IP Security 

ISC Internet Systems Consortium 

ISDN Integrated Services {for} Digital Networks 

ITU International Telecommunications Union 

IXC Inter-eXchange Carrier 

L2TP Layer 2 Tunneling Protocol 

LAN Local Area Network 

LANE Local Area Network Emulation 

LDP Label Distribution Protocol 

LEC Local Exchange Carrier 

LISP Locator/ID Separation Protocol 

LNP Local Network Protection 

LSP Label Switched Paths 

M2M Machine-To-Machine 

MAC Moves, Adds and Changes 

http://www.actiac.org/
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Acronym  

MAP Mapping of Address and Port 

MiM Man-In-The-Middle 

MPLS Multiprotocol Label Switching 

MPLS Multi-Protocol Label Switching 

MPoA Multi-Protocol over ATM 

MSA Metropolitan Statistical Area 

MTA Mail Transfer Agents 

MTUs Maximum Transmission Unit 

NAC Network Access Control 

NANOG North American Network Operators Group 

NAS National Airspace System 

NAT Network Address Translation 

NDP Neighbor Discovery Protocol 

NFV network functions virtualization 

NNI Network to Network Interface 

NOCC Network Operations Control Center 

NOSCC Network Operations Security and Control Center 

OADMS Optical Add Drop Multiplexer 

OAM&P Operations, Administration, Maintenance, and Performance 

OC Optical Carriers 

OCh Optical Channel 

ODU Optical Data Unit 

OMB Office of Management and Budget 

OMS Optical Multiplex Section 

ONE Optical Network Elements 

OOB Out Of Band 

OPU Optical Channel Payload Unit 

OS Optical Signal 

OSI Open Systems Interconnection 

OSNR Optical Signal-to-Noise Ratio 

OSS/BSS operations/business support systems  

OTN Optical Transport Network 

OTS Optical Transport Section 

OTV Overlay transport virtualization 

OVPN Optical Virtual Private Network 

PA Provider Aggregatable 

PDH Plesiochronous Digital Hierarchy 

PE Provider Edge 

PI Provider-Independent 

PIC Photonic Integrated Circuits 

PM-8QAM Polarized Multiplexed 8 Quadrature Amplitude Modulation 

PM-BPSK Polarized Multiplexed Quadrature Phase Shift Keying 

PMTUD Path MTU Discovery 

http://www.actiac.org/
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Acronym  

PoPs Points of Presence 

P-OTN Packet-Optical Transport Network 

POTS Plain Old Telephone Service 

PSTN Public/Private Switched Telephone Network 

PVCs Permanent Virtual Circuits 

RA Router Advertisements 

RADb Route-Arbiter Database 

RARP Reverse Address Resolution Protocol 

RFC Request for Conformity 

RH Routing Headers 

RIR Regional Internet Registry 

ROADM Reconfigurable Optical Add, Drop Multiplexer 

RPZ Response Policy Zone 

RR Resource Records 

RT Remote Terminal 

SADR Source Address Dependent Routing 

SAR Segmentation and reassembly 

SBC session border controller 

SCP Service Control Points 

SDN Software Defined Networking 

SDOC Supplier’s Declaration of Conformance 

SIEM Security Information Event Management 

SLA Service Level Agreement 

SLAAC Stateless Address Auto-configuration 

SMDP Simple Mail Transfer Protocol 

SOA Semiconductor Optical Amplifier 

SOI Silicon On Insulator 

Sol Silicon on Insulator 

SONET Synchronous Optical NETwork 

SP-SDN Service Provider Software-Defined Networking 

SS Signaling System 

SSP Service Switching Point 

STP Signal Transfer Point 

SVCs Switched Virtual Circuits 

SWaP Size Weight and Power 

TCP/IP Transmission Control Protocol/Internet Protocol 

TDM Time Division Multiplexing 

TE Traffic Engineering 

TP Transport Protocol 

UCS Unified Computing System 

UDP User Datagram Protocol 

ULA Unique Local Addressing 

ULH Ultra-Long-Haul 

http://www.actiac.org/
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Acronym  

ULSIC Ultra Large Scale Integrated Circuits 

UNI User to Network Interface 

Unicast RFP Unicast Reverse Path Forwarding 

URI Uniform Resource Identifier 

UTM Unified Threat Management 

VLSIC Very Large Scale Integrated Circuits 

VM Virtual Machine 

VNF Virtual Network Functions 

VPN Virtual Private Network 

VT Virtual Tributaries 

WB White Box 

WDM Wave Division Multiplexing 

WSON Wavelength Switched Optical Network 

WWW World Wide Web 
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